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Atlas 300! #HEK ( ES 3000 )
Atlas 300! #2+& ( BYS 3010)
Atlas 800 #EI2ARSSeS ( BYS 3000 )
Atlas 800 #IEfR
Atlas 500 Zgg/\uh

(B2 3010)

BIER S Ubuntu 18.04
CentOS 7.6
EulerOS 2.8

2.1.2 TEBFi%HH
H#Ebenchmark TEMBE RGN T :

(AR

scripts B R FRIBNAHFGIARSIR M T —805, SERRRIAHFGIBRFLEREAI T B0

benchmark_tools/

— scripts/

— Sample/

— bert_metric.py

— bin_to_predict.py

— get_info.py

— map_calculate.py

F— nmt_metric.py

— postprocess_tf_ssd_mobilenet_v1_fpn.py
— preprocessing_torch_resnet50.py

— preprocess_resnet50.py

— preprocess_tf_ssd_mobilenet_v1_fpn.py
— preprocess_tf_transform.py

— preprocessing_tf_mobilenetv2.py

— preprocessing_tf_resnet101.py

— transform_tf_bin2de.py

— vision_metric.py

— yolo_caffe_postprocess.py

— yolo_caffe_preprocess.py

— benchmark.aarch64
L— benchmark.x86_64

*2-1 HRIRA

BHREBR BRi%A
Benchmark_tools THEER.
scripts TERABR.
Sample T,

bert_metric.py

BertiZBUEE St
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BR&R

BRix

bin_to_predict.py

YoloV3 TensorFlowt&E B f54bE
B

get_info.py CUREUREMA
map_calculate.py MAPFBEESITHIZA

nmt_metric.py

NMTHEENEREFRIHRIAS .

preprocess_tf_ssd_mobilenet_v1_fpn.py

ssd_mobilenetV1_fpni&ELFit
BHIA

postprocess_tf_ssd_mobilenet_v1_fpn.py

ssd_mobilenetV1_fpniZE 54k
HHA,

preprocessing_torch_resnet50.py

ResNet50_pytorcht&EIFRgbiE
i1 N8

preprocess_resnet50.py

ResNet50_caffefEEIFRAMER]
o

preprocess_tf_transform.py

TransformiEESFRAMERIA ,

transform_tf_bin2de.py

TransformtEBY [E R BHIA

preprocessing_tf_mobilenetv2.py

MobilenetV2t&RIFRAM R ]
K,

preprocessing_tf_resnet101.py

ResNet101#EEIFRLM BRI .

vision_metric.py

Visiont&EHEE SIS o

yolo_caffe_postprocess.py

YoloV3 caffet&BYSAMERIZA

yolo_caffe_preprocess.py

YoloV3 caffet&BLFAMERIA

benchmark.aarch64
benchmark.x86_64

benchmark TEHITHIZ
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231z17TH
(MARIY:

EYIBENANS 2N TIFETiEEbenchmark TR, Biz{THiEEE. TR EBPLE RTINS
&, FBH#Ebenchmark TESEHEIReENAN iz THEEbenchmark TR,

2.3.1 diRins

BITESMY
o TEIETHER, BURZRRTERFSN ( CANN BUEZIIEmR ) o
o HESERTATCERIGERIREEIOMNM Y, #iE75AES M ( CANN FFRHEI T Bisrm
(1) ) PRY “ATCTEERIES” &1,
&ITI3ik

FE1 LlrootlHFERRSS .
£ N2.2 KNTHEBETHIREbenchmark TEE, H#EITHE
I3 HANRERERISUEIE, FKEXbenchmark TEbenchmark.{arch},
{arch}ACPUZEHS, BUEMaarch64a}x86_64,
$184 Ebenchmark TR, #EEIOMM{G HEZIRSBEBIEIEERIR T,
XL AL HERIE—I&IZ, ol HEEIAEREZE, LIBPSERERAE,
LB REWERTSE,
METEIRERHNT:
export install_path=/usr/local/Ascend/ascend-toolkit/latest
export PATH=/usr/local/python3.7.5/bin:${install_path}/atc/ccec_compiler/bin:${install_path}/atc/bin:$PATH
export PYTHONPATH=${install_path}/atc/python/site-packages:$PYTHONPATH

export LD_LIBRARY_PATH=${install_path}/atc/lib64:${install_path}/acllib/lib64:$LD_LIBRARY_PATH
export ASCEND_OPP_PATH=${install_path}/opp

IR6 HAbenchmark TEREIERR, HITU T ds<iziTbenchmark TR,
.Jbenchmark.{arch} i=7/72#¢
benchmark TEXZFME TS MR HIRBIESNFR2-2,

HRTEOIITARER, FTRSTHY, HEmEIEresultsHk (MNREFE, N
FEBEE) , FEresultS)k NERM RN R4 ( SX4Z LAPurelnfer_perfFt
L) , FRICREEMITAIFIOREMEIENER, BNFES LITHNERFHREs
REHTRITIRER ISR . EITERSERBIEEIER2-3,

[INFO][Inference] Purelnfer Init SUCCESS
[INFO] Dataset number: 0 finished cost 12.273ms

[INFO] Dataset number: 29 finished cost 11.947ms

[INFO] Purelnfer result saved in ./result/Purelnfer_perf_of_yolov3_fp16_bs1_in_device_0.txt
————————————————— Purelnfer Performance Summary------------------

[INFO] ave_throughputRate: 83.4736samples/s, ave_latency: 11.9798ms
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[INFO][Inference] Purelnfer unload model SUCCESS!

-8R
EfTEE0RA
* 2-2 13172 H0RA
B8H 5488 =ERYIE
[-batch_size, -bs] AT RE IR PR BRI EUIE =
%O
[-device_id, -di] IZ1THIDevicetRS , IBIRIBIME | &
FARIDevicefg&d . TRE{ESI0,
[-om_path, -op] 1RBYS R TERIRRIR o =
[-round, -r] PUTIRBSEIRRRE, BESEES | 2
1~1024,
IEfTERSEIA
* 2-3 1IZ17ERSEURA
84 1548H
ave_throughputRate BB FEIIEMER, B Asamples/s,
ave_latency BERIHATRYSEIORTE . BB Ams,
2.3.2 EBig=
BIfESRM
o LRIZTHE, BRRERAEESMN ( CANN BiGZLEE/ ) »
o ESRFZIATCERIZEIMERIOMN I, ®insEES N ( CANN FAEEI T EiEm
(IB) ) hpY “ATCTEFERIES” BF.
o ESFZTTRMEREIREIEREURESE, MBS ERILISE scriptsBRTRY
TR ERBIAE B
ZEThE

ST LlrootFIPERRS

T2 N2.2 KT EGEHHiREbenchmark TEE, FH1THEE.

FE3 HANRERERISUE, FKEIbenchmark TEbenchmark.{arch}.
{arch}JCPUZEHy, BY{EJaarch6485x86_64,
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H#R4 benchmark TR, BEROMX 4. ERIMNIEIESE IERIRSHESEERT.

LIRS

F1R6

XL AL EERIE—I8E, Al EERIRERE, AFRXRERE,
RENET=E,
WETERETHIINT:

export install_path=/usr/local/Ascend/ascend-toolkit/latest

export PATH=/usr/local/python3.7.5/bin:${install_path}/atc/ccec_compiler/bin:${install_path}/atc/bin:$PATH
export PYTHONPATH=${install_path}/atc/python/site-packages:$PYTHONPATH

export LD_LIBRARY_PATH=${install_path}/atc/lib64:${install_path}/acllib/lib64:$LD_LIBRARY_PATH

export ASCEND_OPP_PATH=$%{install_path}/opp

HEAbenchmark TERERR, T Fas<iziTbenchmark TE,
.Jbenchmark.{arch} i=7/72#¢
benchmark LEXF0NE1 T8N EIRBESIER2-4,

HETRECMTRER, ®TETIN, HEeIresultsdE (MREFE, W
B ) , HEresult X4 TEMICREEITRFNATIEAEIRERERE S ( XX43
&= Jgperf_<model_type>_batchsize_<batch_size> _device_<device_id>.txt, {54l
perf_vision_batchsize_16_device_0.txt ) , EYEELITEDRYEEFHESFILZEF
BIEE, IETERSEIREIBEESNZE2-5,

[INFO][Preprocess] Init SUCCESS

[INFO][DataManager] Init SUCCESS

[INFO][Inference] Init SUCCESS

[INFO][PostProcess] Init SUCCESS

[INFO][Vision] Create stream SUCCESS

[INFO][Vision] Dvpp init resource SUCCESS

[INFO][Vision] Init SUCCESS

[INFO][PostProcess] CurSampleNum is 1

————————————————— Performance Summary------------------

[e2e] throughputRate: 0.53346, latency: 1874.55

[data read] throughputRate: 2702.7, moduleLatency: 0.37
[preprocess] throughputRate: 253.485, moduleLatency: 3.945
[infer] throughputRate: 95.4381, Interface throughputRate: 168.322, moduleLatency: 6.68
[post] throughputRate: 82.6241, moduleLatency: 12.103

[INFO][Vision] Delnit SUCCESS
[INFO][Preprocess] Delnit SUCCESS
[INFO][Inference] Unload model SUCCESS!
[INFO][Inference] Delnit SUCCESS
[INFO][DataManager] Delnit SUCCESS
[INFO][PostProcess] Deinit SUCCESS

EHB‘%EE‘Z}EEE%%SZ#, FRIRGEESBR SIS R R E, 1BIAShMEER

ET BfYscriptsBR FREVEMERNFIBERITIA, FHEE LIERIIRSHFEES
?%—lt o

HENEEM AT E SR RERE, MTREMER TS E SR AR ETIR
BmhER, WiBE, EERYH

FRMEEATHMARR , BUSIMER N,
R
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E1T2H0H A
% 2-4 Z1T8HREB
S8 izl =AWE
[-model_type, -mt] fRERYEEY, SEizismn | 2
TR
e vision: EGA-IE
o nmt: EhF
e widedeep: #¥%&
e yolocaffe: YoloB#r&
|
e nlp: BARIESLIE
e bert: IENIERE
[-batch_size, -bs] AT —IREBSEIRRRAME | 2
BIEIRESE
[-device_id, -di] 1=21THDevicetm=, 1BIR | &
BSLrRERRYDevice(&
M. TRE{ENO,
[-om_path, -op] REIOMIZ 4R TERYREE =
=o
[-input_width, -iw] BMARENEE. {RvisionFyolocaffet&
BERTIEIZSH, B
Wi,
[-input_height, -ih] BMANEENEE, {RvisionFlyolocaffet&
BRI RZSE, B
Wi,
[-input_text_path, -itp] REIXI N RIEUREERTER) | visionFllyolocaffefZEY
Bz, KEVHOIRSE, -
input_text_path. -
input_image_path#-
input_imgFiles_pathZ&
HOERE—BNA,
bert. nlp. widedeep
FnmtiEBYSERIIE
[-input_image_path, -iip] BN N AV SKE R ERTE | {XvisionFlyolocaffet&
HYERIR . BERTEFIZESH, B
E.I-J\io -
input_text_path. -
input_image_path#[-
input_imgFiles_path&
HoEIFEE—BNA]

SASRRZS 01 (2020-10-13) WRIERE © HERRARBIRAT 8
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2% Lol BEWIE
[-input_imgFiles_path, -ifp] | #REIXINAYE 532 EHSEFr | {XvisionFlyolocaffet&
ERERRR, BRERITIEHZESH, B
E.I-J\io -

input_text_path. -
input_image_path#[-
input_imgFiles_path&
HIEFEE—BDE

[-input_vocab, -iv] BMNESSEHENERREN | (XomtEBISERIT IR
=Y 2, BWiE,
[-ref_vocab, -rv] BEIESEEMERTER | NnmuREIZEEITRRZ
Eg?é o %ﬁ ) E-I/Z\ig o
[-output_binary, -ob] HWHERERAEER-H | B
&3744% ( BPbin3Z{E ) o BY
=W
o true: MWIHGERESH
bin3Z{4.
o false: HLERELH
txt3Z {4,
B EAfalse,
[-useDvpp, -u] ERIFRMEEEIERDVPP | {RvisionFlyolocaffet&
REERDIEIR . BVEN: g!?fé?&i%iﬁ%%& B
o true R .
e false
th&EHfalse, BFH
DVPPYwARFS S EISIERY ,
NZSEHE Ftrue, Efth
B E false,
EITERSERE
X 2-5 I=TERSHRB
25 izlilz
[e2e] throughputRate indig R EZITE, A Asample N/
AY7E .
latency InEIIRAYEE, BIMALIEE—sampleZ!
BE—samplefY5=EZATIE
[data read] throughputRate HEERAIEIER,
[preprocess] | oduleLatency BT R AT RARTEE .
[post]
X H5hRA 01 (2020-10-13) RIS © LA ARBIRAE] 9
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B ol

[infer] throughputRate HIRERAIEI R, A ~samplef™
/T IREIERIRTE .

moduleLatency HEIRIRHRAYSEIIRTIE . NI AIT—IR
HEIBRYATE) /batch size,

Interface aclmdlExecuteAMNEHER, XX
throughputRate sample/M#f/acimdlExecutetZ ALY
HATATE

kil

RIEBRIIZEITRN, —hRE R FsampleME=batch size, {EEXFNMTIEEY,
samplePME=E batchF BRI FHI S EIE .

2.4 {sEFAsCA)
2.4.1 fEiETR IR = {5 FSCA)

LAYoloV3 caffet&BY S5l {TiAR :

1 BT RIzTHIAbenchmark x86_64. #&EIOMI {4 HERIRSZSRIIR—IEET (a0 “/
home/work” ) ,

2 HAN “/home/work” , HITUITdr$is{Tbenchmark TR,

./benchmark.x86_64 -device_id=0 -om_path=./yolov3_bs1.om -round=30 -
batch_size=1

HFHINTERER, FRETH. NERMEEAIUERIRENITRITIIRIEIFIF
AN, EifEresult R N EESERICRIZE A

Pureinfer_perf_of yolov3_bs1_in_device_0.txt,

[INFO][Inference] Purelnfer Init SUCCESS

[INFO] Dataset number: 0 finished cost 12.273ms
[INFO] Dataset number: 1 finished cost 11.95Tms
[INFO] Dataset number: 2 finished cost 11.964ms
[INFO] Dataset number: 3 finished cost 12.015ms
[INFO] Dataset number: 4 finished cost 12.002ms
[INFO] Dataset number: 5 finished cost 12.056ms
[INFO] Dataset number: 6 finished cost 11.98ms
[INFO] Dataset number: 7 finished cost 11.916ms
[INFO] Dataset number: 8 finished cost 11.906ms
[INFO] Dataset number: 9 finished cost 12.021ms
[INFO] Dataset number: 10 finished cost 11.956ms
[INFO] Dataset number: 11 finished cost 11.974ms
[INFO] Dataset number: 12 finished cost 11.982ms
[INFO] Dataset number: 13 finished cost 11.993ms
[INFO] Dataset number: 14 finished cost 11.904ms
[INFO] Dataset number: 15 finished cost 11.91ms
[INFO] Dataset number: 16 finished cost 11.867ms
[INFO] Dataset number: 17 finished cost 11.887ms
[INFO] Dataset number: 18 finished cost 11.958ms

SRR 01 (2020-10-13) RIS © ERRAGIRAT 10
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[INFO] Dataset number:
[INFO] Dataset number:
[INFO] Dataset number:
[INFO] Dataset number:
[INFO] Dataset number:
[INFO] Dataset number:
[INFO] Dataset number:
[INFO] Dataset number:
[INFO] Dataset number:
[INFO] Dataset number:
[INFO] Dataset number:

19 finished cost 11.989ms
20 finished cost 12.035ms
21 finished cost 11.963ms
22 finished cost 11.989ms
23 finished cost 11.997ms
24 finished cost 12.028ms
25 finished cost 11.918ms
26 finished cost 11.962ms
27 finished cost 11.975ms
28 finished cost 12.077ms
29 finished cost 11.947ms

[INFO] Purelnfer result saved in ./result/Purelnfer_perf_of_yolov3_bs1_in_device_0.txt

————— Purelnfer Performance Summary------------------

[INFO] ave_throughputRate: 83.4736samples/s, ave_latency: 11.9798ms

[INFO][Inference] Purelnfer unload model SUCCESS!

e

2.4.2 B S5 AHECA

TEXHEEbenchmark TESZHFRIT MR BIZE R 13 Bl T 215 -

Vision 284

LLAlexNett&EESF0YoloV3 TensorFlowt&EEY 95171588 :
o AlexNett&E!

a. BIRiz{THIZAbenchmark.x86_64. {EEIOMI 4. IEE. BESITHIA
vision_metric.py&HEX 14 HEZIIRSIIE—IZET (20 “/home/
work” ) ,

b. #HA “/home/work” , HiTUI TFapsiz{Tbenchmark TR,

./benchmark.x86_64 -model_type=vision -batch_size=1 -device_id=1 -
om_path=./alexnet.om -input_width=224 -input_height=224 -
input_text_path=./ImageNet128.info -useDvpp=true

EEU?&D-F{%:%\ b i‘REﬂJ\E?TﬁkI}J o }‘AEZR{%:%\EJL\/LEEUEDi;ﬁ_—l—‘*nﬁjﬁ1§:§\ o
BRI Eresult S SERKICFIXEAF RIS
perf_vision_batchsize_1_device_1.txt,
[INFO][Preprocess] Init SUCCESS

[INFO][DataManager] Init SUCCESS

[INFO][Inference] Init SUCCESS

[INFO][PostProcess] Init SUCCESS

[INFO][Vision] Create stream SUCCESS

[INFO][Vision] Dvpp init resource SUCCESS

[INFO][Vision] Init SUCCESS

[INFO][PostProcess] CurSampleNum is 1

[INFO][PostProcess] CurSampleNum is 2

[INFO][PostProcess] CurSampleNum is 127

————————————————— Performance Summary------------------

[e2e] throughputRate: 66.3689, latency: 1913.55

[data read] throughputRate: 7504.14, moduleLatency: 0.13326

[preprocess] throughputRate: 327.251, moduleLatency: 3.05576

[infer] throughputRate: 156.237, Interface throughputRate: 178.117, moduleLatency: 6.40864
[post] throughputRate: 156.084, moduleLatency: 6.4068

[INFO][Vision] Delnit SUCCESS
[INFO][Preprocess] Delnit SUCCESS
[INFO][Inference] Delnit SUCCESS
[INFO][DataManager] Delnit SUCCESS
[INFO][PostProcess] Deinit SUCCESS

N5k 01 (2020-10-13)
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RIAITE “result/dumpOutput” TERZEIEAHHIEERH ( SREIER
Zrotxeszit )
ﬁ?ﬁﬂﬂ?ﬁ%@i‘l‘%ﬁiﬁﬁ*ﬁrgﬁim’—? , ZMECFERIRITOP- 12 TOP-5%5

python3 vision_metric.py ./result/dumpOutput ./HiAlAnnotations ./
result.json

2% aX

./result/dumpOutput bA R AIHIBER N HFRTERR R o

.JHiAlAnnotations BETERYARERRIR . APRIEIREERE
}ﬁ o

./ result.json S RRIBESR G FRIRERIIBE SR
RIZFR (fresult.json ) , AFAILABEN o

BEERNHEEERRAINT:
{"title": "Overall statistical evaluation", "value":
[{"key": "Number of images", "value": "127"},
{"key": "Number of classes", "value": "1000"},
{"key": "Top1 accuracy", "value": "27.56%"},
{"key": "Top2 accuracy", "value": "39.37%"},
{"key": "Top3 accuracy", "value": "45.67%"},
{"key": "Top4 accuracy", "value": "47.24%"},
{"key": "Top5 accuracy", "value": "50.39%"}]}

e YoloV3 TensorFlowtzEY

a.

B I Riz{TiIAbenchmark x86_64. #RBEIOMI (4. HUIEE. ELIEHIAK
bin_to_predict.pyFI¥&EEFitHIZAmap_calculate. pyZEiBX 304 _HERIIRSS 28
MRE—ET (40 “/home/work” ) o

HA “/home/work” , HiT0 Fap$iz{Tbenchmark TE,

./benchmark.x86_64 -model_type=vision -batch_size=1 -device_id=0 -
om_path=./yolov3_bs1.om -input_text_path=./yolo_tf.info -
input_width=416 -input_height=416 -useDvpp=false -
output_binary=true

HETUNTER, HBETA . NEREETUEEIEHZHIATEEE .
RIS Eresult H R B S EMICFHX LS BTG
perf_vision_batchsize_1_device_0.txt,

[INFO][Preprocess] Init SUCCESS
[INFO][DataManager] Init SUCCESS
[INFO][Inference] Init SUCCESS
[INFO][PostProcess] Init SUCCESS
[INFO][Vision] Create stream SUCCESS
[INFO][Vision] Dvpp init resource SUCCESS
[INFO][Vision] Init SUCCESS
[INFO][PostProcess] CurSampleNum is 1
[INFO][PostProcess] CurSampleNum is 2

[INFO][PostProcess] CurSampleNum is 35504

————————————————— Performance Summary------------------

[e2e] throughputRate: 38.251, lantency: 928186

[data read] throughputRate: 61.9421, moduleLatency: 16.1441

[preprocess] throughputRate: 39.3065, moduleLatency: 25.4411

[infer] throughputRate: 38.3595, Interface throughputRate: 72.4677, moduleLatency: 11.0464
[post] throughputRate: 38.3588, moduleLatency: 26.0696

N5k 01 (2020-10-13)
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[INFO] [Vision] Delnit SUCCESS
[INFO][Preprocess] Delnit SUCCESS
[INFO][Inference] Delnit SUCCESS
[INFO][DataManager] Delnit SUCCESS
[INFO][PostProcess] Deinit SUCCESS
ERITE “result/dumpOutput” FERMZEIEHHIEERYH ( 5REIER
ZHbin3 ) .
.  HITUTHSIEbAIEIR SR bin GRS
python3 bin_to_predict.py --bin_data_path ./result/dumpOutput --
test_annotation ./yolo_tf.info --det_results_path ./detection-results --
coco_class_names ./coco.names --voc_class_names ./voc.names --
net_input_width 416 --net_input_height 416
25 15488
--bin_data_path bA B AR RS FRERYERIR o
--test_annotation ERINS W AYEUREE -
--det_results_path binS 4RI Nt IS ERIFRFRIEE R
--coco_class_names cocoFURBEEFTTERIIZR -
--voc_class_names VOCEURERTERIIRER
--net_input_width ERMAEE,
--net_input_height BEEBMASE.
d. BT THSREGEEERINELERITEHBEMAPE, HEREFRE

result_yolo.txt3 {4+ ( FHFPATLABENXHE ) »

python3 map_calculate.py --label_path ./ground-truth/ --
npu_txt_path ./detection-results -na -np > result_yolo.txt

Hrh--label_path AESLERAHFRERIEEIR; --npu_txt_path Ac&EREATtxt
MAFRERIRRER

BEER, BRI

45.82% = aeroplane AP
52.68% = bicycle AP
34.51% = bird AP
16.42% = boat AP
22.11% = bottle AP
61.43% = bus AP
49.49% = car AP
24.56% = cat AP
18.98% = chair AP
23.94% = cow AP
42.61% = diningtable AP
35.86% = dog AP
45.38% = horse AP
48.54% = motorbike AP
34.51% = person AP
14.64% = pottedplant AP
19.08% = sheep AP
33.47% = sofa AP
63.26% = train AP
34.28% = tvmonitor AP
mAP = 36.08%

N5k 01 (2020-10-13)
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NMT 28

$B1 BT Eiz{THAbenchmark.x86_64. {&EEIOMI (4. HIELE. BEFRITHIA

g

%2

nmt_metric.py&HEF {4 HERIIRSBAIE—IZZRT (%0 “/home/work” ) o
HA “/home/work” , HiT0 Fap$iz{Tbenchmark TE,

./benchmark.x86_64 -model_type=nmt -batch_size=1 -device_id=0 -om_path=./
nmt_tf_bs1.om -input_text_path=./tst2013.en -input_vocab=./vocab.en -
ref _vocab=./vocab.vi

EETRITER, WBETHI. NEREETUEEIEMRINIEEE, EINE
result {4 &4 BiCFHIX L= BRI {4perf_nmt_batchsize_1_device_0.txt,

[INFO][Preprocess] Init SUCCESS
[INFO][DataManager] Init SUCCESS
[INFO][Inference] Init SUCCESS
[INFO][PostProcess] Init SUCCESS
[INFO][NmtPreprocess] Init SUCCESS
[INFO][PostProcess] CurSampleNum is 1
[INFO][PostProcess] CurSampleNum is 2

[INFO][PostProcess] CurSampleNum is 1268

----------------- Performance Summary------------------

[e2e] throughputRate: 9.86887, latency: 128485

[data read] throughputRate: 93946.8, moduleLatency: 0.0106443

[preprocess] throughputRate: 3310.05, moduleLatency: 0.30211

[infer] throughputRate: 639.599, Interface throughputRate: 644.313, moduleLatency: 100.057
[post] throughputRate: 9.99372, moduleLatency: 100.063

[INFO][NmtPreprocess] Delnit SUCCESS
[INFO][Preprocess] Delnit SUCCESS
[INFO][Inference] Delnit SUCCESS
[INFO][DataManager] Delnit SUCCESS
[INFO][PostProcess] Deinit SUCCESS

BRI TEresult ST h oA RHHIELE R {4 nmt_output_file.txt,
PATUI T e SIRIBE B2 E R EIRERIA TERERITEHEE
python3 nmt_metric.py ./tst2013.vi ./result/nmt_output_file.txt > nmt.txt

Hh. /tst2013.vin A TEIRER EHFRERRR, ./result/nmt_output_file.txt I
ZEF'EEEE’\J)EQQW‘»%?E%SZ#WEEE%@, nmt.ixtOBEERFFENXESE (BFRTLUEE
XXHE) -

BEER, BRI

bleu: 0.56

R

Widedeep 28!
LB BT RIz{THIARbenchmark x86_64. #REIOMI 4. HUBEZFEX 4 HIEZIARSS 2

ARE—EET (40 “/home/work” )
(1 588

fEbenchmark TEFREB R THEEENEX {froccupation_embedding_weights.bin,

B2 HAN “/home/work” , HITUI T a<$iziTbenchmark TE,

SRSREA 01 (2020-10-13) IS © ERRAGIRAT 4
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./benchmark.x86_64 -model_type=widedeep -batch_size=1 -device_id=1 -
om_path=./widedeep_tf_bs1.om -input_text_path=./adult.test

ERTHER, WRETH. NERMERALUERELRMNEES, RIE
result B2 RRICRIX LSRRI

perf widedeep_batchsize_1_device_1.txt,

[INFO][Preprocess] Init SUCCESS
[INFO][DataManager] Init SUCCESS
[INFO][Inference] Init SUCCESS
[INFO][PostProcess] Init SUCCESS
[INFO][WidePreProcess] Init SUCCESS
[INFO][DeepPreprocess] Init SUCCESS
[INFO][PostProcess] CurSampleNum is 1
[INFO][PostProcess] CurSampleNum is 2

[INFO][PostProcess] CurSampleNum is 16281

----------------- Performance Summary------------------

[e2e] throughputRate: 1107.93, latency: 14695

[data read] throughputRate: 152354, moduleLatency: 0.00656366

[wide preprocess] throughputRate: 151969, moduleLatency: 0.00658028

[deep preprocess] throughputRate: 6317.22, moduleLatency: 0.158297

[infer] throughputRate: 1214.36, Interface throughputRate: 2857.56, moduleLatency: 0.813056
[post] throughputRate: 1214.34, moduleLatency: 0.823495

[INFO][WidePreProcess] Delnit SUCCESS
[INFO][DeepPreprocess] Delnit SUCCESS
[INFO][Preprocess] Delnit SUCCESS
[INFO][Inference] Delnit SUCCESS
[INFO][DataManager] Delnit SUCCESS
[INFO][PostProcess] Deinit SUCCESS

t4h, EEEresult )L FEMIBEEER X Fwidedeep_outputfile.txt, FEELE
XHERREERGINT:
rightCount: 7241

totalCount: 16281
accuracy: 0.444752

2% aX
rightCount FUN ERROBUR N 2L o
totalCount HUREFHIEIR S
accuracy faE, A AgrightCount/totalCount,
R
YOLOCaffe 358!

LAYoloV3 caffet&BY 96 1TiRR

£ ET BizfTHAbenchmark x86_64. ##EIOMIZ{4. HiEE. FLIERIA
yolo_caffe_postprocess.pyFIf&EFitIAmap_calculate. pyZE X314 HEZIIRSS 22
ME—E&EZET (a0 “/home/work” )

B2 HAN “/home/work” , HITUI T a<$iziTbenchmark TH,

./benchmark.x86_64 -model_type=yolocaffe -batch_size=1 -device_id=0 -
om_path=./yolov3_bs1.om -input_width=416 -input_height=416 -
input_text_path=./test_ VOC2007.info -useDvpp=false -output_binary=true

SRSREA 01 (2020-10-13) IS © ERRAGIRAT 15
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8

EZETRUNTNER, RBEITAIT. NEREETUEEIENRNIGIEEFER, EINE
result R WM EEICFXEE BRI

perf_yolocaffe_batchsize_1_device_0.txt,

[INFO][Preprocess] Init SUCCESS
[INFO][DataManager] Init SUCCESS
[INFO][Inference] Init SUCCESS
[INFO][PostProcess] Init SUCCESS
[INFO][Vision] Create stream SUCCESS
[INFO][Vision] Dvpp init resource SUCCESS
[INFO][Vision] Init SUCCESS
[INFO][PostProcess] CurSampleNum is 1
[INFO][PostProcess] CurSampleNum is 2

[INFO][PostProcess] CurSampleNum is 4952

————————————————— Performance Summary------------------

[e2e] throughputRate: 63.5358, latency: 77940.4

[data read] throughputRate: 3452.21, moduleLatency: 0.28967

[preprocess] throughputRate: 2257.39, moduleLatency: 0.442989

[infer] throughputRate: 71.5616, Interface throughputRate: 91.2882, moduleLatency: 6.87263
[post] throughputRate: 64.5317, moduleLatency: 15.4963

[INFO][Vision] Delnit SUCCESS
[INFO][Preprocess] Delnit SUCCESS
[INFO][Inference] Delnit SUCCESS
[INFO][DataManager] Delnit SUCCESS
[INFO][PostProcess] Deinit SUCCESS

ERSTE “)result/dumpOutput” TERZEIENHEERER Y ( 5SEHIBERSZHD
bin3Z{4 ) .

HATUN T ap S LB 2AVHER S R bin S LR xS

python3 yolo_caffe_postprocess.py --bin_data_path ./result/dumpOutput --
test_annotation ./test_ VOC2007.info --det_results_path ./detection-results --
coco_class_names ./coco.names --voc_class_names ./voc.names --
net_input_width 416 --net_input_height 416

HATUI N S SARIES BRI AR E L AR EHBEEMAPE.

python3 map_calculate.py --label_path ./ground-truth/ --npu_txt_path ./
detection-results -na -np

Hrp--label_path AELEERIAFTERRERR; --npu_txt_pathJ9E B34 pATIXX
FRERIEERR

BRI

86.82% = aeroplane AP
81.21% = bicycle AP
72.86% = bird AP
51.86% = boat AP
70.65% = bottle AP
92.49%
80.39%
86.77%
53.64%
55.40% = cow AP
68.55% = diningtable AP
81.80% = dog AP
88.01% = horse AP
84.77% = motorbike AP
85.07% = person AP
43.31% = pottedplant AP
67.76% = sheep AP
73.35% = sofa AP

cat AP
chair AP

%

3Z#5ihRAR 01 (2020-10-13) WRIERE © HERRARBIRAT
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81.66% = train AP
73.00% = tvmonitor AP
mAP = 73.97%

.

Bert 8!
LABert_baset&EY A 1T15AA

FB1 BT Hiz{TiAbenchmark.x86_64. #&EEIOMI (4. HIELE. BEFRITHIA
bert_metric.pyZHEX 14 LEFIRSZEEHIE—IZART (40 “/home/work” ) o

B2 HA “/home/work” , TN TFaSiziTbenchmark TR,

./benchmark.x86_64 -model_type=bert -batch_size=1 -device_id=0 -om_path=./
bert_base_bs1.om -input_text_path=./MrpcData.info

HZRTUTER, HBETMIN. NEREETUEEIEIRITIEEE, BINE
result LB EERKIC XS BRI {4 perf_bert_batchsize_1_device_0.txt,

[INFO][Preprocess] Init SUCCESS
[INFO][DataManager] Init SUCCESS
[INFO][Inference] Init SUCCESS
[INFO][PostProcess] Init SUCCESS
[INFO][BertPreprocess] Init SUCCESS
[INFO][PostProcess] CurSampleNum is 1
[INFO][PostProcess] CurSampleNum is 2

[INFO][PostProcess] CurSampleNum is 3668

----------------- Performance Summary------------------

[e2e] throughputRate: 238.919, latency: 4.18551

[data read] throughputRate: 15699.5, moduleLatency: 0.0636963

[preprocess] throughputRate: 796.15, moduleLatency: 1.25604

[infer] throughputRate: 82.1084, Interface throughputRate: 87.6803, moduleLatency: 12.1488
[post] throughputRate: 82.1079, moduleLatency: 12.1791

[INFO][BertPreprocess] Delnit SUCCESS
[INFO][Preprocess] Delnit SUCCESS
[INFO][Inference] Delnit SUCCESS
[INFO][DataManager] Delnit SUCCESS
[INFO][PostProcess] Deinit SUCCESS

B “result/dumpOutput” TERSEIERIERER X ( SEHIERIBAI
).

FI|3 HITUN T HSHERBE.
python3 bert_metric.py ./data.txt ./result/dumpOutput ./ result_ BERT_Base.txt

2% aX

.Jdata.txt BELERHFRERIERRER.

./result/dumpOutput S22 AR AR,

./ result_BERT Base.txt F R AIBESE R X FHIREIIBESER 4R
ZﬁEﬁ ( 40result_BERT Base.txt) , FAFEILAE

BEER, BRI

SRSREA 01 (2020-10-13) IS © ERRAGIRAT 7
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rightNum: 3041
toatINum: 3668
rightRate: 0.829062159214831

2¥ aX

rightNum FUNIEFBRYBUR N 2L o

toatINum HIEE PR

rightRate BE, A ArightNum/toatiNum,
-8R

NLP 358U
PATransformi&EY 9417 Ra :

$£181 ¥ T Hiz{THIAbenchmark.x86_64. BEIOMIZ{. HiEE. BIERIA
transform_tf_bin2de.py&tH% {4 EIEFIIRSZEMNR—EFRT (a0 “/home/

work” ) ,
FIE2 HA “/home/work” , HITUITFH<iaiTbenchmarkTHE,

./benchmark.x86_64 -model_type=nlp -batch_size=1 -device_id=3 -om_path=./
transformer_bs1.om -input_text_path=./transform_3003.info -
output_binary=true

ZETNTER, WBETAI. NEREETUEEIERINIEEE, [RINE
result 3G EE L ICFXLS BRI {4perf_nlp_batchsize_1_device_3.txt,

[INFO][Preprocess] Init SUCCESS
[INFO][DataManager] Init SUCCESS
[INFO][Inference] Init SUCCESS
[INFO][PostProcess] Init SUCCESS
[INFO][NLPPreprocess] Init SUCCESS
[INFO][PostProcess] CurSampleNum is 1
[INFO][PostProcess] CurSampleNum is 2

[INFO][PostProcess] CurSampleNum is 3003

----------------- Performance Summary------------------

[e2e] throughputRate: 0.173933, latency: 5749.33

[data read] throughputRate: 3248.83, moduleLatency: 0.307803

[preprocess] throughputRate: 3246.9, moduleLatency: 0.307986

[infer] throughputRate: 0.0579881, Interface throughputRate: 0.0583952, moduleLatency: 5748.3
[post] throughputRate: 0.173964, moduleLatency: 5748.31

[INFO][Preprocess] Delnit SUCCESS
[INFO][Inference] Delnit SUCCESS
[INFO][DataManager] Delnit SUCCESS
[INFO][PostProcess] Deinit SUCCESS

B “result/dumpOutput” TERRSEIEREHRER M ( SEEUERRAIbINI
") .

LE3 PUT T e SIFERRIbINSUF AR D ENE BRI A

python3 transform_tf_bin2de.py ./result/dumpOutput ./
vocab.translate_ende wmt32k.32768.subwords ./benchmark_test

SRSREA 01 (2020-10-13) IS © ERRAGIRAT 18
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Hrh./result/dumpOutput 524 B AVEIRE R S FRTERVERR; ./
vocab.translate_ende_wmt32k.32768.subwords HEliFia B FFERIERR; ./
benchmark_test/94 Y RYENE G A FRERYERR

T4 PITUTIIRBEMNEIEE A HFIELREIRERITELEE .
t2t-bleu --translation=./benchmark_test --reference=./newstest2014.de

Hrh./benchmark_test 9 E3E R AVENEE 4 FRERIERIR; ./newstest2014.de s
BEHIEhRERAERRER

WEELERERREAIINT:
BLEU_uncased = 24.26
4R

2.5 ¥ERLERE benchmark TEHAX
2.5.1 &SRS

EEbenchmark TEAEZSIQITEAISEUEIA . AICIE, 1REUEE | FRIBTISES T
FiER , FEIEEESHICIENEGIEFERAER, B BRI E
AURBL SR SRAMAR N VSR o

IMRBERH R TIFEZ S RARE GIAE | REUHEE | REEMIEE=1157H,

o IRAIFHNMEEES: REUEIERIFEXEIRHITAME, BIIERYITIESRIGTE
FRRYTTIE—E, AMRIFROEURE NSRRI

o REMHIER: RIBFARAVEEEN, WEXMNAVNEIRSH, FENERE

BEOMITHE,
o BEFAMEER: FREREBERES, RIEMMLIHE, FRIERLFEHR
ITHRESRL

2.5.2 {EBER AR
FrERERCbenchmark TER SR RIZINE2- 1 Fh7x:

2-1 SRR
( A
'
BRSNS
’
BRI
v
EREREAE
.
ERRIEE ST
v
( E

tk,_.-“"l

R
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2.5.3 {EESERLIRE

TEILAResNet50 91 BRtRBLEHCIRELS IR - ResNet50/9VisionZEBUREY, RFEEFH
& BFiEfcbenchmark TERKMERATIELIEM AR R, THSHEEEIEE, It
4h, ResNetSOEENERER FAMBFIREESLT, KA— M HIALH,

Bl SRM
e  ¥£EYResNet50f&HY
FRENudE : https://github.com/KaimingHe/deep-residual-networks
WBA: izttt FEMEE LS4 prototxtFIIE X {Fcaffemodel.,
o FRENMEE
FRENMBIE: http://www.image-net.org/challenges/LSVRC/2012/

5B Mizdtbiit FE201 2FRIEIGNINEE, FHFIMscriptsER Tget_info.pyRil4s
BRGNS E L R B PT R A\ EUEEE ImageNet2012_bin.list. HIANZWE
RN ‘BiRRmS BRER RS , ~BIWT:

1 dataset/000001.bin 224 224

2 dataset/000002.bin 224 224

BAESRR
S EREEEIRNE.

RE RIS IS LA T ML

o T5E: XIFRAMASIPEGEIGIRSTMEIS M IEFRFRbINMENE, A5HE
MZINPURYDevicelrs, HIEMIEEIBINEIRLS .

o Fik2: THEHRZEUPEGENR, BIdDVPPHIEIGTLIE, FHiENEINPURIDevice
i, MISRIREL NSRS

RBIRFATEHTRERIAME, EINEGEORETEIERSILA . BRI
B, FHRERbINEZIHE.

1. BlERESHER.
EEREAXNER L, MEGSSHARRE), HEEESAIZEM . ST

7]~

def resize_with_aspectratio(img, out_height, out_width, scale=87.5,
inter_pol=cv2.INTER_LINEAR):
height, width, _ = img.shape
new_height = int(100. * out_height / scale)
new_width = int(100. * out_width / scale)
if height > width:
w = new_width
h = int(new_height * height / width)
else:
h = new_height
w = int(new_width * width / height)
img = cv2.resize(img, (w, h), interpolation=inter_pol)
return im

2. B,
def center_crop(img, out_height, out_width):
height, width, _ = img.shape
left = int((width - out_width) / 2)
right = int((width + out_width) / 2)

SZH%RRA 01 (2020-10-13) WRIERE © HERRARBIRAT 20
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top = int((height - out_height) / 2)
bottom = int((height + out_height) / 2)
img = img[top:bottom, left:right]
return img

3. EIYE.
STEGE =1 AEEEHENNAYFIIE,
means = np.array([103.94, 116.78, 126.68], dtype=np.float16)

4. REESMESEELRT:
import numpy as np
import os
import cv2
import sys

def preprocess_resnet50(img, need_transpose=True, precision="fp16"):
output_height = 224
output_width = 224
cv2_interpol = cv2.INTER_AREA
img = resize_with_aspectratio(img, output_height, output_width, inter_pol=cv2_interpol)
img = center_crop(img, output_height, output_width)

if precision == "fp32":

img = np.asarray(img, dtype='float32")
if precision == "fp16":

img = np.asarray(img, dtype='float16")

means = np.array([103.94, 116.78, 126.68], dtype=np.float16)
img -= means
if need_transpose:
img = img.transpose([2, 0, 1])
return img

def preprocess_resnet50(input_path,output_path):
img = cv2.imread(input_path)
h, w, _ = img.shape
img_name = input_path.split('/")[-1]
bin_name = img_name.split('.") [0] + ".bin"
output_bin = os.path.join(output_path,bin_name)
imgdst = preprocess_resnet50 (output_bin, img)
imgdst.tofile (output_bin)
if _name__=="_main_":
pathSrcImgFD = sys.argv[1]
pathDstBinFD = sys.argv[2]
images = os.listdir(pathSrcimgFD)
for image_name in images:
if not image_name.endswith(".jpeg"):
continue
print("start to process image {}....".format(image_name))
path_image = os.path.join(pathSrcimgFD, image_name)
resnet50(path_image,pathDstBinFD)

Heh:
- resize_with_aspectratiofJSLH 55 S E £ E1.1
- center_cropfILMBEZSE T2,

T2 EEERIEE,

ResNet50t&E%4EIE, benchmark LREZER I, ThBiakc. HEELENT:
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1. BFFRcaffet@BUiEi NATCEEL . TP EISERIESfloat1638EY, 1EEE

ANEBEHIEEHfloat16358! , {EAVEEIG S AIFMES I ( CANN FAIEEI TR
1SRIGHR) ) Y “ATCTEFERIES” &7, REHEIRHGISWT:

atc --model=./ResNet50_bs8.prototxt --weight=./ResNet-50-
model.caffemodel --framework=0 --input_shape=data:8,3,224,224 --
input_fp16_nodes=data --soc_version=Ascend310 --input_format=NCHW --
output_type=FP32 --output=./ResNet50_bs8 ip160op32

{ERbenchmark T EH{TIEEUHIE , BT IZIFMIES W VisionZEEY
BRI ST :
./benchmark -model_type=vision -batch_size=8 -device_id=0 -om_path=./

ResNet50_bs8_ip16op32.om -input_width=224 -input_height=224 -
input_text_path=./dataset/ImageNet2012_bin.list -useDvpp=false

$IR3 ERREEMESEESL

ResNet5OIZBRIFFEIGRDE, ZEERE—EHsoftmaxE, softmaxEHiHFE3E5]
OFTNE=RE ., BN ESEESITINEELRNT, BEAEREaILAMbenchmark
T B8 scriptsBFEHAvision_metric.pyIARIREN . H1Tbenchmark TE{RF{EEEET
BEE, BfTvision_metric.pyIABTEEMEEER, FHRIEEITHRNEES

THEE.
1. EEEEERSIRE .

def cre_groundtruth_dict_fromtxt(gtfile_path):
:param filename: file contains the imagename and label number
:return: dictionary key imagename, value is label number
img_gt_dict = {3}
with open(gtfile_path, 'r')as f:
for line in freadlines():
temp = line.strip().split(" ")
imgName = temp[0].split(".")[0]
imgLab = temp[1]
img_gt_dict[imgName] = imgLab
return img_gt_dict

DIEBURTUNLER, FHEZRERUMENSENRHEF
for tfile_name in os.listdir(prediction_file_path):
count +=1
temp = tfile_name.split(".") [0]
index = temp.rfind('_")
img_name = temp[:index]
filepath = os.path.join(prediction_file_path, tfile_name)
ret = load_statistical_predict_result(filepath)
prediction = ret[0]
n_labels = ret[1]
sort_index = np.argsort(-prediction)

BAOHEBRMNSEREELREEE—H, RIHMEESEEE, hiEmRE,
sort_index = np.argsort(-prediction)
gt = img_gt_dict[img_name]
if (n_labels == 1000):

realLabel = int(gt)
elif (n_labels == 1001):
realLabel = int(gt) + 1
else:
realLabel = int(gt)
resCnt = min(len(sort_index), topn)
# print(sort_index[:5])
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for i in range(resCnt):
if (str(realLabel) == str(sort_index[i])):
count_hit[i] += 1
break
accuracy = np.cumsum(count_hit) / count
4. BESITRELSEUT:
if _name__ =='_main_"
start = time.time()
folder_davinci_target = sys.argv[1] # txt file path
annotation_file_path = sys.argv[2] # annotation files path, "val_label.txt"
result_json_path = sys.argv[3] # the path to store the results json path
json_file_name = sys.argv[4] # result json file name
if not (os.path.exists(folder_davinci_target)):
print("target file folder does not exist.")
if not (os.path.exists(annotation_file_path)):
print("Ground truth file does not exist.")
if not (os.path.exists(result_json_path)):
print("Result folder doesn't exist.")
img_label_dict = cre_groundtruth_dict_fromtxt(annotation_file_path)
create_visualization_statistical_result(folder_davinci_target,
result_json_path, json_file_name, img_label_dict, topn=5)
elapsed = (time.time() - start)

-
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iJll% benchmark TR

3.1 TENA

32 5RENTHEE

33iz17IH

3.4 (ERm=

3.5 FriERYSERIbenchmark TE 5%
3.6 E gl

3.7 B

3.1 TENE

3.1.1 &7

I 3
lgRbenchmark T SFIRIFSBUHTIIE, FSBEE)|RSTRUHTAUFINNT, 18
FUIGER, FTHESES, RIS RS EIER.
lgRbenchmark T BB R EIESRIEER, SHSERRIRIFRATIEMHIES Tt (T
2%, ERTthSSMPIEEHAIEEL.

ERIAR

{EAbenchmark TEHFHITEEN)IZRI LAS AT L iin=
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=

1588

HostEa 411l

158 IRS 2514k

LAAtlas 800 i)lZ:ARSS 88 ( BYS 9000 ) A9, 1ZARSZEEEES8
G H (BIFBBAILIERS ) , HAP0-3RF14-77REH—E
. RIBIENSERERR, XallasA:

o B, Bllp
e HNIZ+K, Bl2p. 4pFN8p

DockerE i)l

%1 aasTlillg. RGNS REERR, XD

o SHLER, H1p
o EAY1ZR, BD2p. 4pF8p

Host&ER+)l|2k

EgHost§$R§fﬁ§, M2 alksS = ERRE—EiEERT

8412 B BifEFIOpenMPIFREZERImpirungs $iE A E—M
EENHZ EIRSEEPtrain shiI AR, E—ARS:ELH
f70penMPIFgmpirund < A= EaNtrain.shifl A, EftiRSS
22 FM&BaiEmpirunts < Eaitrain. shiIA

Docker&EE+)||%

EgDocker§$ﬂ§fiﬁ%, mEZaa=RERE—HEETAI

mBE B3R

P Atlas 800 1)llZxBRS588 ( BYS 9000 )
Atlas 800 1)l|ZRARS%28 ( U= 9010)
Atlas 300T jllZx+& ( B4S 9000 )

BIER S Ubuntu 18.04

CentOS 7.6
EulerOS 2.8

3.1.2 TEBFixHE
IllZxbenchmark TERIE RSN :

train/
— atlas_benchmark-master/

— image_classification/
|  L— ResNet50/
L— tensorflow/

— code/

|
|
| — config/
| |  L—npu_set_envsh
| — scripts/
| F— run.sh
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| L— train.sh
L— utils/
— shell/
| b—start.sh
| F—set_json.sh
|

|
|
|
|
|
| — hccl_sample.json

| |  L— get_params_for_yaml.sh
| — atlasboost/

| — benchmark_log/

| L— Dockerfile/

F— result/

F— yaml/

F— benchmark.sh

L— docker_ct_build.sh

* 3-1 HRIRA

BHRESR B

train R IAES B R

atlas_benchmark-master | &RES)IZRIHITRBERER.

image_classification BREEAEWESR, IEREBMXSES. Baial
T=1TEF:

e image_classification: EF9 %
e nlp: BAESRIE
e object_detection: B#ri&

ResNet50 BRAREERER, UBRERXSER.
tensorflow WEAEZEERB R, MIEREXSBF. BEigiTt=
MEF:
e tensorflow
e pytorch

e mindspore

code SZEE ST EABERE R

config ZEBNBTEREXHEFEHNER. ZBZ+H
npu_set_env.sh H RFEINELTSHCERIZN .

scripts %’%%”UII%EE*E?&WZW?H BR. ZBRPEEU
TR

e runsh: REY)|ZFEHA
o train.sh: 1&2EY)||&EERIZA

utils ANHEERERER
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BREBM BSi5AA
shell /2 l}lb*i?l%“ﬂiﬂzlgrﬁﬁaio 125%'4:'@, ZZD—FH/%I]
e start.sh: FEEIRHIFIA
e set_json.sh: RANK_TABLE_FILEEC &4
e hccl_sample.json: RANK_TABLE_FILEf&EHR {4
e get_params_for_yamlsh: jEBlyamlBic & {409
B
atlasboost S8 BENEFRE R

3.1.3 TEHZA5HAA
BIATNRE
17 el

benchmark_log

IR ESAHMAFHER.

Dockerfile Docker£egHi)||4xim = MBI BIGFAERY
Dockerfile3Z{4

result SENEESIHEREFRER.

yaml yamIXHEBER.

benchmark.sh

I benchmark TEAIHITHIA .

docker_ct_build.sh

Docker&85i)IZx17 = T IR ah) |5 RAIHRITHIA o

benchmark.sh

TERTHR. AEFTRFSH, BT HEEEER
ORI,

start.sh

ZREENIIME—Z ORI . SRR ZR A FERERY
RANK_TABLE F|LE321¢L,L&|:§3\$§ 2dockerf4pIEH host
RIEIGIEZRFIEEY, UARBBIVERrun.shiflA

set_json.sh

B ENRYE S a0 B S Al IR AN (E R RY
RANK_TABLE_FILESZ{4 ., RANK_TABLE_FILESZ{4EEIZHY
SHR1EE.

run.sh

ﬁv—' UEE*E% RESHURX S RNFIER. RiFR
~. BB tUnR, UARESINERtain shEl7,
= Eﬁ%%‘l’ﬁ ENEEN .

npu_set_env.sh

REERGNRTE,

train.sh

REESREBXINNETE . fR)IEES . RIERER.
% k. BHSHUAR, UARESVERtrain.pyl)llEEIZ

N#5hRA 01 (2020-10-13)
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A PNz =] )=

ZHAEBIRFNE3-1Frx:

3-1 BIAE AR

| benchmark.sh H startsh |—>| run.sh |—-| train.sh H train.py

3.1.4 3 T=HENA

21

FTEABERE S “train/atlas_benchmark-master/utils” BRTHY
benchmark_log, E{A8#E:

o hwlogpy: BEETITRPFURERRE, BIZITEIRIRSRIR; Shkloggerd
R, WIEATITENRE

e Dbasic_utils.py: BEITSAIREN—LRAYERES .
R REEETEIUA T LSEE:

o TEHEKRESH

o GBS H

o BEIFIESH

o Il IkEEIEIR

o JIEBEERERIIIZESIHK

HEFTENRYE BATEhwlog. pyRIFIS EHEHRY, BIANEFTENRIER A
GLOBAL_BATCH_SIZE, ®JLAHITAI FRIFSEEINEhwlog.py:

BEFTENRYERIRBA 8B INZE hwlog.pyH .
GLOBAL_BATCH_SIZE = "global_batch_size"

HhGLOBAL_BATCH_SIZER HEFTENREUERBIHMENRI#E, "global_batch_size"27E
HEFERAYHE,

S ASEE IO NZISTDOUT _TAG_SETFIREMARK_TAGSITAH

et

3.2 TERES

g

g

g

BRUEERERE .
R SRIBEXT N AYEREAR A
$RE)IIZxbenchmark T E8train_benchmark.tar.gz,

et
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3.3151TIHR

HURER

&BITI3iE

RS

F1R6
gz Y

o TERIETHE, BRRELZHFSN ( CANN BREZIEERE ) -

e iz{Tbenchmark TERBN&EE)IZZ A, iBEESiBbenchmark TEHSIEERY
READMEX {4 ( f5IaNYoLoV3tERIERIZ S “/train/atlas_benchmark-master/
object_detection/yolov3/tensorflow/README.md” ) fFi)||&anES TIE. &
MEREZMAVER TIEARE, BLALFRREADMEXERE . flalYoLoV3iE
B, EEMIESTEEBLERE . EMrnFSUFFIEE M ckptsUs,

o FREVMNHAREING MATVEUESS

o MIFREENNIMETLTEIREIZE FTHIHETE5MEHLREAICANNTIGEIRE—
H (UNResNet50ERIHVIFBT R IRIZ S “/home/train/atlas_benchmark-
master/image_classification/ResNet50/tensorflow/config/
npu_set_env.sh” ) ,

BREE T HBAREINIRSSS.

¥53.2 HFE T EE = hifEbenchmark TES HERIREZXEE—BRT (10 “/

home” ) .

EIRGMERRTHRITU THSRETRS.

tar -zxvf train_benchmark.tar.gz

HATAN R ap<LEANrainB =R .

cd train

AT TR a1 NNtrain B RIAUR

chmod -R u+x *

FARBIS W AGEESE FERIRSHEE—BRT (4 “/home” )
182 “/home/train/yaml/” BR TFERININAYyamSEHHISE

yamIXZ LIS RIZTRER S . SiEByamIERRIISHLERX D, BRIEAREESRR
&2k, (EHENAER FRIZSE . FEIERMERESHNSETRE.

A

o AILAResNet50tREY ., TensorFlowiEZEAAIRBEZ NS5, WFR3-2FR. EBiE
SOIE RIS MR R R EASR BB P 2 & yam X4 a9, EF U RBEEN
HNEHTSETE,

o BIRIEYamU 4 PRYERFIRBFFSEIRERIEN S NS, TIAAIREEIEN, SNE
RS K a1 5 LE RmE SEhr o
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% 3-2 SHIRA

%ﬁ 15288 %él\jﬁ
data_url 15 EResNetSOIRBINEIRE R EIRZ. il | 2
a0 “/home/imagenet_TF/” , FAFPER
JELPRES S HITER
batch_size IEERTLRIHEALTEEL B
epoches 15E)IIZREER ANREN
EE,
ZBHIR
H90,
max_train_steps 1BE—"1epochifizz/ b, EAIA1000, AREN
EE,
ZEHIR
=]
None,
epochs_between_evals BEZ Lepochfl—IRIFNBE - B
iterations_per_loop BEEB NestimatorAAFIHITEZLE. | B
save_checkpoints_steps fEERFcheckpointRIEEL . &
mpirun_ip 1EEIREHost IPFIDeviceRYZEIE, BN =S 37
10.90.176.152:8, WiE
docker_image IEEEGBIRINIRE, flan Dockeri
mpirun:latest, SR
device_group_1p BxEDevice ID, APHERIRIFLIRRENT | 2
device group 2 Device ID{E2%. ZNIDERATIEDMRE. H
, -grotp-<p {7cat /etc/hcen.confap SO B EHIZE
device_group_4p f9Device 1D,
o WNRA1p, FEEHK
device_group_1po,
o WIRH2p, FEEN
device_group_2p.,
o WNRNF4p, FEENW
device_group_4p.,
o WNERA8p, WEHEXZSE .

$IB8 WITU NME—5SiETbenchmark TR, Bahi&EE)%,
bash benchmark.sh =7/72#(=#&./benchmark.sh =Z772%#(

Hrhbenchmark TEHEITE2 A LLBIZH1T./benchmark.sh -hzl&./
benchmark.sh --help@$EEZIFNSH, SSHBEFESNFER3-3,

SR EERAIGER.
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&R AL REE 0 LIBdEEhome/train/result/tf_resnet50/training_job_*H3
THIBEXHIRE ., HAtf_resnet50 34 ARA, 1Z X LLMERIFIIESSKds
2. BEXHBE:

o IHAHEZE: IEEEMER)ZFIRET = . BEZUhwIFL,
hw_resnet50.log, ITRHEFEICFUNMEE:

- BEEER. RRIKERIIGERER
- RBEESER HURE. (U{LES. loss scalefllbatch sizeHER
- RIS H. DGR E . HREFIRBEISIR
o JIEBE: iSRRG IIEES, ICRABTRAFEH. HEZ Strain_$

{deviceid}.log,
----45R
ZfTEEUREE
* 3-3 1Iz1T75EUN AR
28 ax =
=]
[--execmodel, -€] 1EEREIZFR, BAIAJIResNet50, &
[--hardware, -hw] BECHRRR, BUER1p. 2p. 4p. 8p. | &
cluster|ct ( E£8%) , BXIABT1p,
[--yamlpath, -y] EEyamI4FrERIIRER . BUARRIEA 5
train/yaml/{execmodel}yaml, E
{execmodelPIVERIZTR
[--framework, -f] IEEREN)IZGAESS, BEN )
tensorflow. mindsporeflipytorch, EXIA
Jatensorflow,
-docker, -host EF) |G R EDRdockerAITIERTEY) | B
EHlhostiiT, EAiABhost,
[--help, -h] EREHER. -
[--list, -1] RIS IFN) |G E R S| ZRESR -

3.4 (ERZ=

3.4.1 Host E4i)||&in=
It

52833 BT LESETRMET TERNESTE. 8iF:

o LEEITHERE, BRZRITEESN ( CANN B4Z3RIER ) FIY “LRsiTH
1% (Gllgk) > PENZE" &15,
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{sERAsLHI

gz

e ZHBbenchmark TEFEEEIAIREADMEIZ 4
o REVUIAREINI RIREIREEF HIERIBRSS RS
o jREXbenchmark TEBFH H{EZIARSS2S, #&lEbenchmark TEE, FEMIR,
o THRRBETESIRBEZENCANNKIEEISE—,

BUESTE,

PAHostEEH B K172 T IEEhtELE I TensorFlow. 1&EEYgResNet50i)l|Zx 79451 :

18 “/home/train/yaml/” B3 FResNet50.yam(3Z{&FfItensorflow_configfic &
S5,

tensorflow_config:
e data_url: /home/imagenet_TF/
e device_group_1p: 0

fEtrainBR FHATI R LIt
bash benchmark.sh -e ResNet50 -hw 1p
ER TN TRIMEE, FRResNet50f&EE)|

find script path success

run train script file path is /home/train/atlas_benchmark-master/image_classification/ResNet50/tensorflow/
scripts/run.sh

[20200918-22:25:16] [INFO] /home/train/result/tf_resnet50/training_job_20200918222516/ &

start to modify inner config file

[20200918-22:25:16] [INFO] train job is working, wait more 5s

modify inner config file success

[20200918-22:25:21] [INFO] train job is working, wait more 5s

[20200918-22:25:26] [INFO] train job is working, wait more 5s

/\’

[20200907-07:08:43] [INFO] train job is working, wait more 5s
:ABK 1.0.0 resnet50 train success

::ABK 1.0.0 resnet50 train total time: 0:46:40
[20200907-07:08:48] [INFO] process end

BIgEZE “/home/train/result/tf_ resnet50/training_job 20200918222516” 'FE’JEI
EFE35hw_resnet50.log, BJLABENIIZGEEER . il
(‘eval_accuracy_top1#0eval_accuracy_top5 ) & ;:.,%0 mTTWJ!ZIJT.

::ABK 1.0.0 resnet50 2020-09-18 22:25:22.518150 (resnet_tf _r1_benchmark.py:235) cpu_info:
{"Architecture": "aarch64Byte", "Order": "LittleEndian", "CPU(s)": "144-167NUMAnode7", "list":
"0-191Thread(s)per", "core": "1Core(s)per", "socket": "48", "Socket(s)": "4ANUMA", "node(s)": "8Vendor",
"ID": "0x48", "Model": "0", "Stepping": "0x1CPUmax", "MHz": "200.0000", "BogoMIPS": "200.00L1d",
"cache": "49152KNUMAnode0"}

::ABK 1.0.0 resnet50 2020-09-18 22:25:22.518922 (resnet_tf r1_benchmark.py:236) npu_info: "Ascend910"
::ABK 1.0.0 resnet50 2020-09-18 22:25:22.519340 (resnet_tf r1_benchmark.py:237) os_info: "Linux version
4.15.0-55-generic (buildd@bos02-arm64-065) (gcc version 7.4.0 (Ubuntu/Linaro 7.4.0-1ubuntu1~18.04.1))
#60-Ubuntu SMP Tue Jul 2 18:23:38 UTC 2019"

::ABK 1.0.0 resnet50 2020-09-18 22:25:22.519763 (resnet_tf r1_benchmark.py:238) framework_info:
"tensorflow 1.15.0"

::ABK 1.0.0 resnet50 2020-09-18 22:25:22.520164 (resnet_tf r1_benchmark.py:239) benchmark_version:
"v1.0.0"

::ABK 1.0.0 resnet50 2020-09-18 22:25:22.520638 (resnet_tf _r1_benchmark.py:240) config_info: {"data_url":
"/home/imagenet_TF/", "batch_size": 32, "epoches": 90, "max_train_steps": 1000, "epochs_between_evals":
5, "iterations_per_loop": 100, "save_checkpoints_steps": 115200, "device_group_1p": 0, "device_group_2p":
"0 1", "device_group_4p": "0 1 2 3"}

::ABK 1.0.0 resnet50 2020-09-18 22:25:22.521071 (resnet_tf r1_benchmark.py:241) base_lr: 0.128

::ABK 1.0.0 resnet50 2020-09-18 22:25:22.521464 (resnet_tf r1_benchmark.py:242) dataset: "imagenet1024"
::ABK 1.0.0 resnet50 2020-09-18 22:25:22.521853 (resnet_tf _r1_benchmark.py:243) opt_name: "SGD"
::ABK 1.0.0 resnet50 2020-09-18 22:25:22.522254 (resnet_tf _r1_benchmark.py:244) loss_scale: 512

::ABK 1.0.0 resnet50 2020-09-18 22:25:22.522652 (resnet_tf _r1_benchmark.py:245) input_batch_size: 32
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::ABK 1.0.0 resnet50 2020-09-18 22:25:24.766399 (resnet_run_loop.py:817) current_epoch: 5
::ABK 1.0.0 resnet50 2020-09-18 22:27:14.317073 (hooks.py:146) fps: 1534.8606114388047
::ABK 1.0.0 resnet50 2020-09-18 22:27:16.418724 (hooks.py:146) fps: 1519.122719508856
::ABK 1.0.0 resnet50 2020-09-18 22:27:18.520968 (hooks.py:146) fps: 1522.7351427284875
::ABK 1.0.0 resnet50 2020-09-18 22:27:20.618978 (hooks.py:146) fps: 1525.3831138071898
::ABK 1.0.0 resnet50 2020-09-18 22:27:22.716328 (hooks.py:146) fps: 1525.777782425998
::ABK 1.0.0 resnet50 2020-09-18 22:27:24.813244 (hooks.py:146) fps: 1525.4765603751496
::ABK 1.0.0 resnet50 2020-09-18 22:27:26.910933 (hooks.py:146) fps: 1526.0425120663092
::ABK 1.0.0 resnet50 2020-09-18 22:27:29.010216 (hooks.py:146) fps: 1524.3298150421258
::ABK 1.0.0 resnet50 2020-09-18 22:27:31.108209 (hooks.py:146) fps: 1525.4744798074655
::ABK 1.0.0 resnet50 2020-09-18 22:28:41.467371 (resnet_run_loop.py:858) eval_accuracy_top1:
0.0010796545539051294

::ABK 1.0.0 resnet50 2020-09-18 22:28:41.468240 (resnet_run_loop.py:859) eval_accuracy_top5:
0.006297984626144171

::ABK 1.0.0 resnet50 2020-09-18 22:28:42.098713 (resnet_run_loop.py:817) current_epoch: 5

::ABK 1.0.0 resnet50 train success
::ABK 1.0.0 resnet50 train total time: 0:46:40

----45R
PAHosteE#ZKim= FRaiELZ I TensorFlow. 1&EEYJgBert-Basei)l|lZ a4l

X1 B8R “/home/train/yaml/” B FBert-Base.yam|3Z{4+HJtensorflow_confige
.
tensorflow_config:
e input_files_dir: /home/BertData/cn-wiki-128/
e eval files_dir: /nome/BertData/cn-wiki-128/
e device_group_2p: 01

$£B2 FEtrainBR THITN & SETbenchmark TR, Banil
bash benckmark.sh -e Bert-Base -hw 2p

ERTUTEFRAYER, FRBert-Baset&ZB)IIZRpIN -

find script path success

run train script file path is /home/train/atlas_benchmark-master/nlp/Bert-Base/tensorflow/scripts/run.sh
[20200922-16:24:32] [INFO] see more config info in /home/train/atlas_benchmark-master/nlp/Bert-Base/
tensorflow/config

[20200922-16:24:32] [INFO] train result in /home/train/result/tf_bert_base/training_job_20200922162432/
[20200922-16:24:32] [INFO] train job is working, wait more 5s

[20200922-16:24:37] [INFO] train job is working, wait more 5s

[20200922-16:24:42] [INFO] train job is working, wait more 5s

%,

[20200907-08:18:13] [INFO] train job is working, wait more 5s
::ABK 1.0.0 bert train success

::ABK 1.0.0 bert train total time 0:10:54

::ABK 1.0.0 bert train success

::ABK 1.0.0 bert train total time 0:10:54

[20200907-08:18:18] [INFO] process end

BITEE “/home/train/result/tf_bert_base/training_job_20200922162432” TFHIH
Ffthw_bert.log, TTLABENIZER . 1JIIERTK . FIEER (throwout ) FIHEE
( masked_lm_accuracy ) &8, BrAIa0TF:

::ABK 1.0.0 bert 2020-09-22 16:24:37.084792 (run_pretraining.py:769) cpu_info: {"Architecture":
"x86_64CPU", "op-mode(s)": "32-bit,64-bitByte", "Order": "LittleEndian", "CPU(s)":
"0-19,40-59NUMAnNode1", "list": "0-79Thread(s)per", "core": "2Core(s)per", "socket": "20", "Socket(s)":
"2NUMA", "node(s)": "2Vendor", "ID": "GenuinelntelCPU", "family": "6", "Model": "85Model", "name":
"Intel(R)Xeon(R)Gold6148CPU@2.40GHz", "Stepping": "4CPU", "MHz": "1000.0000", "BogoMIPS":
"4800.00", "Virtualization": "VT-xL1d", "cache": "28160KNUMAnode0"}

::ABK 1.0.0 bert 2020-09-22 16:24:37.085350 (run_pretraining.py:770) npu_info: "Ascend910"

::ABK 1.0.0 bert 2020-09-22 16:24:37.085667 (run_pretraining.py:771) os_info: "Linux version
3.10.0-1127.13.1.el7.x86_64 (mockbuild@kbuilder.bsys.centos.org) (gcc version 4.8.5 20150623 (Red Hat
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4.8.5-39) (GCC) ) #1 SMP Tue Jun 23 15:46:38 UTC 2020"

::ABK 1.0.0 bert 2020-09-22 16:24:37.085966 (run_pretraining.py:772) framework_info: "tensorflow 1.15.0"
::ABK 1.0.0 bert 2020-09-22 16:24:37.086266 (run_pretraining.py:773) benchmark_version: "v1.0.0"

::ABK 1.0.0 bert 2020-09-22 16:24:37.086601 (run_pretraining.py:774) config_info: {"bert_config_file":
"bert_base_layer6_cn.json", "max_seq_length": 128, "max_predictions_per_seq": 20, "train_batch_size": 160,
"learning_rate": 3.125e-05, "num_warmup_steps": 100, "num_train_steps": 1000, "optimizer_type": "adam",
"manual_fp16": true, "use_fp16_cls": true, "input_files_dir": "/home/BertData/cn-wiki-128/", "eval_files_dir":
"/home/BertData/cn-wiki-128/", "npu_bert_debug": false, "npu_bert_use_tdt": true, "distributed": true,
"do_train": true, "do_eval": true, "num_accumulation_steps": 1, "iterations_per_loop": 100,
"npu_bert_loss_scale": 0, "save_checkpoints_steps": 1000, "npu_bert_clip_by_global_norm": false,
"device_group_1p": 0, "device_group_2p": "0 1", "device_group_4p": "0 1 2 3", "PROFILING_MODE": false,
"AICPU_PROFILING_MODE": false, "PROFILING_OPTIONS": "training_trace", "FP_POINT": "bert/embeddings/
GatherV2", "BP_POINT": "gradients/bert/embeddings/ldentityN_1_grad/UnsortedSegmentSum"}

::ABK 1.0.0 bert 2020-09-18 16:43:26.839171 (run_pretraining.py:775) base_lr: 0.01

::ABK 1.0.0 bert 2020-09-18 16:43:26.839409 (run_pretraining.py:776) dataset: "cn-clue/en-wiki"

::ABK 1.0.0 bert 2020-09-18 16:43:26.839633 (run_pretraining.py:777) opt_name: "Adam"

::ABK 1.0.0 bert 2020-09-18 16:43:26.839862 (run_pretraining.py:778) loss_scale: 512

::ABK 1.0.0 bert 2020-09-18 16:45:09.928856 (run_pretraining.py:237) current_step: " 79"

::ABK 1.0.0 bert 2020-09-18 16:45:09.930988 (run_pretraining.py:238) throwout: "  2589.4"

::ABK 1.0.0 bert 2020-09-18 16:45:20.475623 (run_pretraining.py:237) current_step: " 179"

::ABK 1.0.0 bert 2020-09-18 16:45:20.477533 (run_pretraining.py:238) throwout: " 12146.9"

::ABK 1.0.0 bert 2020-09-18 16:45:31.015402 (run_pretraining.py:237) current_step: " 279"

::ABK 1.0.0 bert 2020-09-18 16:45:31.016302 (run_pretraining.py:238) throwout: " 12151.5"

::ABK 1.0.0 bert 2020-09-18 16:45:41.583725 (run_pretraining.py:237) current_step: " 379"

::ABK 1.0.0 bert 2020-09-18 16:45:41.585642 (run_pretraining.py:238) throwout: " 12118.8"

::ABK 1.0.0 bert 2020-09-18 16:45:52.133378 (run_pretraining.py:237) current_step: " 479"

::ABK 1.0.0 bert 2020-09-18 16:45:52.134726 (run_pretraining.py:238) throwout: " 12140.9"

::ABK 1.0.0 bert 2020-09-18 16:46:02.689664 (run_pretraining.py:237) current_step: " 579"

::ABK 1.0.0 bert 2020-09-18 16:46:02.690570 (run_pretraining.py:238) throwout: " 12131.7"

::ABK 1.0.0 bert 2020-09-18 16:46:13.252272 (run_pretraining.py:237) current_step: " 679"

::ABK 1.0.0 bert 2020-09-18 16:46:13.254195 (run_pretraining.py:238) throwout: " 12125.2"

::ABK 1.0.0 bert 2020-09-18 16:46:23.798265 (run_pretraining.py:237) current_step: " 779"

::ABK 1.0.0 bert 2020-09-18 16:46:23.800281 (run_pretraining.py:238) throwout: " 12146.1"

::ABK 1.0.0 bert 2020-09-18 16:46:34.356962 (run_pretraining.py:237) current_step: " 879"

::ABK 1.0.0 bert 2020-09-18 16:46:34.358889 (run_pretraining.py:238) throwout: " 12132.1"

::ABK 1.0.0 bert 2020-09-18 16:46:44.910931 (run_pretraining.py:237) current_step: " 979"

::ABK 1.0.0 bert 2020-09-18 16:46:44.912744 (run_pretraining.py:238) throwout: " 12136.0"

::ABK 1.0.0 bert 2020-09-18 16:46:55.463024 (run_pretraining.py:237) current_step: " 1077"

::ABK 1.0.0 bert 2020-09-18 16:46:55.464920 (run_pretraining.py:238) throwout: " 12138.5"

::ABK 1.0.0 bert 2020-09-18 16:47:33.190724 (run_pretraining.py:748) global_step: "1076"

::ABK 1.0.0 bert 2020-09-18 16:47:33.191398 (run_pretraining.py:750) loss: "7.067054"

::ABK 1.0.0 bert 2020-09-18 16:47:33.191961 (run_pretraining.py:744) masked_lm_accuracy: "0.11443632"
::ABK 1.0.0 bert 2020-09-18 16:47:33.192522 (run_pretraining.py:752) masked_lm_loss: "6.4371023"

::ABK 1.0.0 bert train success

::ABK 1.0.0 bert train total time 0:4:12

----£5R
PAHostEEN B K172 FIBaELE g TensorFlow. 1&EEYY5YoLoV3i)l|lZF941:
1 (B “/home/train/yaml/” BF FYoLoV3.yam(3Z{4HHItensorflow_config2#,

tensorflow_config:

e data_url: /opt/npu/dataset

e runmode: train

FI2 TtrainBR AT TSz Tbenchmark TR, Zabill
bash benchmark.sh -e YoLoV3 -hw 8p
ERTUOTARAIER, RRYOLOVIEENIZRALIN .

find script path success

run train script file path is /home/train/atlas_benchmark-master/object_detection/yolov3/tensorflow/scripts/
run.sh

[20200922-14:29:18] [INFO] train job is working, wait more 5s

[20200922-14:29:18] [INFO] /home/train/result/tf_yolov3/training_job_20200922142918/ &

g/\o
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[20200922-14:29:23] [INFO] train job is working, wait more 5s
[20200922-14:29:29] [INFO] train job is working, wait more 5s
[20200922-14:29:34] [INFO] train job is working, wait more 5s

[20200922-14:37:42] [INFO] train job is working, wait more 5s
::ABK 1.0.0 yolov3 train success

0:8:28

[20200922-14:37:48] [INFO] train job is working, wait more 5s
::ABK 1.0.0 yolov3 train success

0:8:29

::ABK 1.0.0 yolov3 train success

0:8:31

::ABK 1.0.0 yolov3 train success

0:8:31

::ABK 1.0.0 yolov3 train success

0:8:33

::ABK 1.0.0 yolov3 train success

0:8:33

[20200922-14:37:53] [INFO] train job is working, wait more 5s
::ABK 1.0.0 yolov3 train success

0:8:34

::ABK 1.0.0 yolov3 train success

0:8:35

[20200922-14:37:58] [INFO] process end

BIIEE “/home/train/result/tf_yolov3/training_job_20200922142918/” TFRIHEE
N{4thw_yolov3.log, ATLABENIGER . G, FIEXR (fps) HEE. Brr
BN

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.367563 (train.py:40) cpu_info: {"Architecture": "x86_64CPU", "op-
mode(s)": "32-bit,64-bitByte", "Order": "LittleEndian", "CPU(s)": "0-19,40-59NUMAnode1", "list":
"0-79Thread(s)per", "core": "2Core(s)per", "socket": "20", "Socket(s)": "2NUMA", "node(s)": "2Vendor",
"ID": "GenuinelntelCPU", "family": "6", "Model": "85Model", "name":
"Intel(R)Xeon(R)Gold6148CPU@2.40GHz", "Stepping": "4CPU", "MHz": "1000.0000", "BogoMIPS":
"4800.00", "Virtualization": "VT-xL1d", "cache": "28160KNUMAnode0"}

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.368202 (train.py:41) npu_info: "Ascend910"

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.368398 (train.py:42) os_info: "Linux version
3.10.0-1127.13.1.el7.x86_64 (mockbuild@kbuilder.bsys.centos.org) (gcc version 4.8.5 20150623 (Red Hat
4.8.5-39) (GCC) ) #1 SMP Tue Jun 23 15:46:38 UTC 2020"

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.368576 (train.py:43) framework_info: "tensorflow 1.15.0"

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.368750 (train.py:44) benchmark_version: "v1.0.0"

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.368962 (train.py:45) config_info: {"mode": "single", "data_url":
"/opt/npu/dataset”, "runmode": "train", "ckpt_path": "/train/benchmark-master720/train/atlas_benchmark-
master/object_detection/yolov3/tensorflow/result/TrainingJob-20200724115042", "total_epoches": 1,
"save_epoch": 3, "batch_size": 32, "device_group_1p": 0, "device_group_2p": "0 1", "device_group_4p": "0 1 2
3", "profiling_mode": false, "profiling_options": "training_trace:task_trace", "fp_point": "yolov3/
darknet53_body/Conv/Conv2D", "bp_point": "cond_1/Momentum/update_yolov3/yolov3_head/Conv_9/
weights/ApplyMomentum", "aicpu_profiling_mode": false}

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.369162 (train.py:46) base_lr: 0.128

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.369339 (train.py:47) dataset: "coco1024"

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.369514 (train.py:48) opt_name: "Adam"

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.369688 (train.py:49) loss_scale: 512

::ABK 1.0.0 yolov3 2020-09-22 14:29:21.369864 (train.py:50) input_batch_size: 32

::ABK 1.0.0 yolov3 2020-09-22 14:29:58.904349 (train.py:239) total_train_epoch: "1"

::ABK 1.0.0 yolov3 2020-09-22 14:33:35.713389 (train.py:269) fps: "12.408741465186743"

::ABK 1.0.0 yolov3 2020-09-22 14:33:35.713955 (train.py:270) global_step: "10"

::ABK 1.0.0 yolov3 2020-09-22 14:33:40.910602 (train.py:269) fps: "492.84705325937443"

::ABK 1.0.0 yolov3 2020-09-22 14:33:40.923378 (train.py:270) global_step: "20"

::ABK 1.0.0 yolov3 2020-09-22 14:33:48.302835 (train.py:269) fps: "347.98206910498493"

::ABK 1.0.0 yolov3 2020-09-22 14:33:48.307875 (train.py:270) global_step: "30"

::ABK 1.0.0 yolov3 2020-09-22 14:37:30.356924 (train.py:269) fps: "556.3515907683327"
::ABK 1.0.0 yolov3 2020-09-22 14:37:30.369520 (train.py:270) global_step: "450"

::ABK 1.0.0 yolov3 train success

::ABK 1.0.0 yolov3 train total time 0:8:33

ANFEXTYoLoVIIRELHITIBEITN, IEE(EYoLoV3.yamISFHUNI TS, FHEIX
#17bash benchmark.sh -e YoLoV3 -hw 8p@s<izaiTbenchmark TH
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e runmode: {I%Eﬁﬂgevaluate

e ckpt_path: {&
training_job_202009221 4291 8/ 7

ETHRING, BIIEE “/home/train/result/tf_yolov3/
training_job_20200922142918/” I&{E FHYeval_${deviceid}.out>x (4, TTLIEEIREE
=8, flan:

Average Precision (AP) @[ loU=0.75 | area= all | maxDets=100 ] = 0.315
Average Precision (AP) @[ 1oU=0.50:0.95 | area= small | maxDets=100 ] = 0.142
Average Precision (AP) @[ loU=0.50:0.95 | area=medium | maxDets=100 ] = 0.344
Average Precision (AP) @[ IoU=0.50:0.95 | area= large | maxDets=100 ] = 0.465
Average Recall (AR) @[ loU=0.50:0.95 | area= all | maxDets= 1] =0.277
Average Recall (AR) @[ loU=0.50:0.95 | area= all | maxDets= 10 ] = 0.447
Average Recall (AR) @[ loU=0.50:0.95 | area= all | maxDets=100 ] = 0.491
Average Recall (AR) @[ loU=0.50:0.95 | area= small | maxDets=100 ] = 0.289
Average Recall (AR) @[ oU=0.50:0.95 | area=medium | maxDets=100 ] = 0.546
Average Recall (AR) @[ loU=0.50:0.95 | area= large | maxDets=100 ] = 0.663

-8R
LAHostEEH 8Kz s FEahiESR APytorch., 1&HYJgResNet50i)||4

14 “/home/train/yaml/” B FResNet50.yamI3 {4 apytorch_configfitE2
.

pytorch_config:

%12 “/home/train/result/tf_yolov3/

e data_url: /home/imagenet/
e mode: train_and_evaluate

e device_group_1p: 0
FEtrainBR THITU Fa$iaiTbenchmark TR, B4k,
./benchmark.sh -e ResNet50 -hw 1p -f pytorch

EDRNTARINEE, FRResNet50fEH)

find script path success

run train script file path is /home/train/atlas_benchmark-master/image_classification/ResNet50/pytorch/
scripts/run.sh

[20200929-11:59:09] [INFO] /home/train/result/pt_resnet50/training_job_20200929115909/ &
[20200929-11:59:09] [INFO] train job is working, wait more 5s

device group is 0

rank size is 1

1p

[20200929-11:59:14] [INFO] train job is working, wait more 5s

[20200929-11:59:19] [INFO] train job is working, wait more 5s

[20200907-07:08:43] [INFO] train job is working, wait more 5s
:2ABK 1.0.0 resnet50 train success

::ABK 1.0.0 resnet50 train total time: 0:46:40
[20200907-07:08:48] [INFO] process end

BEEE “/home/train/result/pt_ resnet50/training_job 20200929115909 7 "FE’JEI
F3Z{Ehw_resnet50.log, BILAE l
RN

::ABK 1.0.0 resnet50 2020-09-29 11:59:10.750179 (pytorch-resnet50-apex.py:600) cpu_info: {"Architecture":
"aarch64Byte", "Order": "LittleEndian", "CPU(s)": "144-167NUMAnNode7", "list": "0-191Thread(s)per", "core":
"1Core(s)per", "socket": "48", "Socket(s)": "ANUMA", "node(s)": "8Vendor", "ID": "0x48", "Model": "0",
"Stepping": "0x1CPUmax", "MHz": "200.0000", "BogoMIPS": "200.00L1d", "cache": "49152KNUMAnode0"}
::ABK 1.0.0 resnet50 2020-09-29 11:59:10.750917 (pytorch-resnet50-apex.py:601) npu_info: "Ascend910"
::ABK 1.0.0 resnet50 2020-09-29 11:59:10.751246 (pytorch-resnet50-apex.py:602) os_info: "Linux version

l:l:u\o H.ILT

=72 o= m | =.
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4.15.0-55-generic (buildd@bos02-arm64-065) (gcc version 7.4.0 (Ubuntu/Linaro 7.4.0-1ubuntu1~18.04.1))
#60-Ubuntu SMP Tue Jul 2 18:23:38 UTC 2019"

::ABK 1.0.0 resnet50 2020-09-29 11:59:10.751568 (pytorch-resnet50-apex.py:603) framework_info: "pytorch
1.5.0+ascend"

::ABK 1.0.0 resnet50 2020-09-29 11:59:10.751878 (pytorch-resnet50-apex.py:604) benchmark_version:
"v1.0.0"

::ABK 1.0.0 resnet50 2020-09-29 11:59:10.752214 (pytorch-resnet50-apex.py:605) config_info: {"data_url": "/
home/imagenet/", "batch_size": 512, "epoches": 90, "mode": "train_and_evaluate", "ckpt_path": "/home/
train/result/pt_resnet50/training_job_20200916042624/7/checkpoint_npu7model_best.pth.tar", "lr": 0.2}
::ABK 1.0.0 resnet50 2020-09-29 11:59:10.752548 (pytorch-resnet50-apex.py:606) base_lr: 0.1

::ABK 1.0.0 resnet50 2020-09-29 11:59:10.752858 (pytorch-resnet50-apex.py:607) dataset: "imagenet"
::ABK 1.0.0 resnet50 2020-09-29 11:59:10.753166 (pytorch-resnet50-apex.py:608) opt_name: "SGD"

::ABK 1.0.0 resnet50 2020-09-29 11:59:10.753480 (pytorch-resnet50-apex.py:609) loss_scale: 1024

::ABK 1.0.0 resnet50 2020-09-29 12:04:43.613476 (pytorch-resnet50-apex.py:514) fps: 2.837303896305409
::ABK 1.0.0 resnet50 2020-09-29 12:04:43.980156 (pytorch-resnet50-apex.py:514) fps: 7.040413624300427
::ABK 1.0.0 resnet50 2020-09-29 12:04:55.278455 (pytorch-resnet50-apex.py:514) fps: 1398.9071038251366
::ABK 1.0.0 resnet50 2020-09-29 12:04:55.644022 (pytorch-resnet50-apex.py:514) fps: 45.31775535493008
::ABK 1.0.0 resnet50 2020-09-29 12:04:56.068004 (pytorch-resnet50-apex.py:514) fps: 1398.9071038251366

::ABK 1.0.0 resnet50 train success
::ABK 1.0.0 resnet50 train total time: 1:46:40

et

3.4.2 Docker E#l)||Ziz=

HURSR{F

{sERAsLHl

gzl

£IR2

55083.3 171&%13755}21‘371 RIRYER TIF. 8&:
o LRIETE, BRLRERGEFSN ( CANN BEZIIER ) PRI “ RRISTIH

Xz clitoo ) ==

B () > BELE” 81,

e ZMBbenchmark T EFZERIHIREADME ST
o IREVUIREINT RIAVEIREEH EIERIBRSS RS

o jREYbenchmark TESH HEZIRSEE, MEbenchmark TEE, FHEIR.
o MIRMIETESHEPLRENCANNIHFHEEE—H.

BIEETE.

PLDockerB ¥ B K152 FIEIhiELE S TensorFlow., 1EEYSgResNet503)l4

18 “/home/train/yaml/” B3 FResNet50.yamIX {4 aJtensorflow_configZ
o

tensorflow_config:

e data_url: “/home/dataset/imagenet_TF/”
e docker_image: ubuntu:b030
e device_group_1p: 0

FtrainBR FHRITI Fap<LiziTbenchmark TR, BEzhillgk. H40:
bash benchmark.sh -e ResNet50 -hw 1p -docker

ERTINTRAYER, & ResNet501=2E1)(|£
find script path success
run train script file path is /home/train/atlas_benchmark-master/image_classification/ResNet50/tensorflow/
scripts/run.sh
[20200916-03:22:06] [INFO] train job is working, wait more 5s
[20200916-07:22:08] [INFO] /home/train/result/tf_resnet50/training_job_20200916072208/ &
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start to modify inner config file
modify inner config file success
[20200907-09:04:42] [INFO] train job is working, wait more 5s
[20200907-09:04:47] [INFO] train job is working, wait more 5s

[20200907-09:54:23] [INFO] train job is working, wait more 5s
::ABK 1.0.0 resnet50 train success

::ABK 1.0.0 resnet50 train total time: 0:49:43
[20200907-09:54:28] [INFO] process end

BIIEZE “/home/train/result/tf_resnet50/training_job_20200916072208” T~HIH
F3Ehw_resnet50.log, BILABRRNIIGER . JIIZAHS. FIEER (fps) FOHBE

ey =]

(eval_accuracy_top1#0eval_accuracy_top5 ) HEE. BBl :

::ABK 1.0.0 resnet50 2020-09-07 13:04:59.893007 (resnet_tf_r1_benchmark.py:235) cpu_info:
{"Architecture": "x86_64CPU", "op-mode(s)": "32-bit,64-bitByte", "Order": "LittleEndi  an", "CPU(s)":
"0-23,48-7TNUMAnNode1", "list": "0-95Thread(s)per", "core": "2Core(s)per", "socket": "24", "Socket(s)":
"2NUMA", "node(s)": "2Vendor", "ID": "GenuinelntelCPU", "f  amily": "6", "Model": "85Model", "name":
"Intel(R)Xeon(R)Platinum8268CPU@2.90GHz", "Stepping": "5CPU", "MHz": "1000.0000", "BogoMIPS":
"5800.00", "Virtualization": "VT-xL1d", "  cache": "33792KNUMAnode0"}

::ABK 1.0.0 resnet50 2020-09-07 13:04:59.893396 (resnet_tf_r1_benchmark.py:236) npu_info: "Ascend910"
::ABK 1.0.0 resnet50 2020-09-07 13:04:59.893668 (resnet_tf_r1_benchmark.py:237) os_info: "Linux version
4.19.28 (root@debian) (gcc version 6.3.0 20170516 (Debian 6.3.0-18+deb9  u1)) #1 SMP Sat Jun 27
20:20:14 EDT 2020"

::ABK 1.0.0 resnet50 2020-09-07 13:04:59.893928 (resnet_tf_r1_benchmark.py:238) framework_info:
"tensorflow 1.15.0"

::ABK 1.0.0 resnet50 2020-09-07 13:04:59.894183 (resnet_tf_r1_benchmark.py:239) benchmark_version:
"v1.0.0"

::ABK 1.0.0 resnet50 2020-09-07 13:04:59.894450 (resnet_tf_r1_benchmark.py:240) config_info: {"data_url":
"/home/data/imagenet_TF/", "batch_size": 32, "epoches": 90, "max_trai  n_steps": 1000,
"epochs_between_evals": 5, "iterations_per_loop": 100, "save_checkpoints_steps": 115200,
"device_group_1p": 0, "device_group_2p": "0 1", "device_group_4p": "0 1 23"}

::ABK 1.0.0 resnet50 2020-09-07 13:04:59.894716 (resnet_tf_r1_benchmark.py:241) base_lr: 0.128

::ABK 1.0.0 resnet50 2020-09-07 13:04:59.894973 (resnet_tf_r1_benchmark.py:242) dataset: "imagenet1024"
::ABK 1.0.0 resnet50 2020-09-07 13:04:59.895226 (resnet_tf_r1_benchmark.py:243) opt_name: "SGD"
::ABK 1.0.0 resnet50 2020-09-07 13:04:59.895483 (resnet_tf_r1_benchmark.py:244) loss_scale: 512

::ABK 1.0.0 resnet50 2020-09-07 13:04:59.895739 (resnet_tf_r1_benchmark.py:245) input_batch_size: 32
::ABK 1.0.0 resnet50 2020-09-07 13:05:33.782576 (resnet_run_loop.py:817) current_epoch: 5

::ABK 1.0.0 resnet50 2020-09-07 13:06:54.945292 (hooks.py:146) fps: 1544.8800666121388

::ABK 1.0.0 resnet50 2020-09-07 13:06:57.017517 (hooks.py:146) fps: 1415.8806648316802

::ABK 1.0.0 resnet50 2020-09-07 13:06:59.087315 (hooks.py:146) fps: 1547.1837712407075

::ABK 1.0.0 resnet50 2020-09-07 13:07:07.474523 (hooks.py:146) fps: 381.5333808130886

::ABK 1.0.0 resnet50 2020-09-07 13:07:15.689626 (hooks.py:146) fps: 389.54121878487666

::ABK 1.0.0 resnet50 2020-09-07 13:07:24.280087 (hooks.py:146) fps: 372.47881660849606

::ABK 1.0.0 resnet50 2020-09-07 13:07:32.729384 (hooks.py:146) fps: 378.74249606196514

::ABK 1.0.0 resnet50 2020-09-07 13:07:41.472380 (hooks.py:146) fps: 365.9875884968988

::ABK 1.0.0 resnet50 2020-09-07 13:07:49.544516 (hooks.py:146) fps: 396.39799197479834

::ABK 1.0.0 resnet50 2020-09-07 13:10:47.113701 (resnet_run_loop.py:858) eval_accuracy_top1:
0.0013795585837215185

::ABK 1.0.0 resnet50 2020-09-07 13:10:47.114221 (resnet_run_loop.py:859) eval_accuracy_top5:
0.005578214768320322

-5
PADockerB N2 K172 FIBEIELE S TensorFlow. #&E8YgBert-Basel)l|Z 945
FB1 (B “/home/train/yaml/” BF TFBert-Base.yam|X {4+ aJtensorflow_configZ

o

tensorflow_config:

e input_files_dir: /home/BertData/cn-clue-256/training/
e eval files_dir: /nome/BertData/cn-clue-256/test/

e docker_image: ubuntu:b030

e device_group_2p: 01
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B2 FEtrainBRTHRITU FadizaiTbenchmark TR, Bahilll4.

bash benckmark.sh -e Bert-Base -hw 2p -docker

ERTUTEARAYEER, FRBert-Baset&ZB)IIZRRIN -

find script path success

run train script file path is /home/train/atlas_benchmark-master/nlp/Bert-Base/tensorflow/scripts/run.sh
[20200922-16:24:32] [INFO] see more config info in /home/train/atlas_benchmark-master/nlp/Bert-Base/
tensorflow/config

[20200922-16:24:32] [INFO] train result in /home/train/result/tf_bert_base/training_job_20200922162432/
[20200922-16:24:32] [INFO] train job is working, wait more 5s

[20200922-16:24:37] [INFO] train job is working, wait more 5s

[20200922-16:24:42] [INFO] train job is working, wait more 5s

[20200907-08:18:13] [INFO] train job is working, wait more 5s
::ABK 1.0.0 bert train success

::ABK 1.0.0 bert train total time 0:10:54

::ABK 1.0.0 bert train success

::ABK 1.0.0 bert train total time 0:10:54

[20200907-08:18:18] [INFO] process end

BIIEE “/home/train/result/tf_bert_base/training_job_20200922162432” THIH
Ffhw_bert.log, TTLABENIZER . 1)IIERTHK . FIEE (throwout ) FIHEE
( masked_lm_accuracy ) &8, BrAIa0TF:

::ABK 1.0.0 bert 2020-09-22 16:24:37.084792 (run_pretraining.py:769) cpu_info: {"Architecture":
"x86_64CPU", "op-mode(s)": "32-bit,64-bitByte", "Order": "LittleEndian", "CPU(s)":
"0-19,40-59NUMAnNode1", "list": "0-79Thread(s)per", "core": "2Core(s)per", "socket": "20", "Socket(s)":
"2NUMA", "node(s)": "2Vendor", "ID": "GenuinelntelCPU", "family": "6", "Model": "85Model", "name":
"Intel(R)Xeon(R)Gold6148CPU@2.40GHz", "Stepping": "4CPU", "MHz": "1000.0000", "BogoMIPS":
"4800.00", "Virtualization": "VT-xL1d", "cache": "28160KNUMAnode0"}

::ABK 1.0.0 bert 2020-09-22 16:24:37.085350 (run_pretraining.py:770) npu_info: "Ascend910"

::ABK 1.0.0 bert 2020-09-22 16:24:37.085667 (run_pretraining.py:771) os_info: "Linux version
3.10.0-1127.13.1.el7.x86_64 (mockbuild@kbuilder.bsys.centos.org) (gcc version 4.8.5 20150623 (Red Hat
4.8.5-39) (GCC) ) #1 SMP Tue Jun 23 15:46:38 UTC 2020"

::ABK 1.0.0 bert 2020-09-22 16:24:37.085966 (run_pretraining.py:772) framework_info: "tensorflow 1.15.0"
::ABK 1.0.0 bert 2020-09-22 16:24:37.086266 (run_pretraining.py:773) benchmark_version: "v1.0.0"

::ABK 1.0.0 bert 2020-09-22 16:24:37.086601 (run_pretraining.py:774) config_info: {"bert_config_file":
"bert_base_layer6_cn.json", "max_seq_length": 128, "max_predictions_per_seq": 20, "train_batch_size": 160,
"learning_rate": 3.125e-05, "num_warmup_steps": 100, "num_train_steps": 1000, "optimizer_type": "adam",
"manual_fp16": true, "use_fp16_cls": true, "input_files_dir": "/home/BertData/cn-wiki-128/", "eval_files_dir":
"/home/BertData/cn-wiki-128/", "npu_bert_debug": false, "npu_bert_use_tdt": true, "distributed": true,
"do_train": true, "do_eval": true, "num_accumulation_steps": 1, "iterations_per_loop": 100,
"npu_bert_loss_scale": 0, "save_checkpoints_steps": 1000, "npu_bert_clip_by_global_norm": false,
"device_group_1p": 0, "device_group_2p": "0 1", "device_group_4p": "0 1 2 3", "PROFILING_MODE": false,
"AICPU_PROFILING_MODE": false, "PROFILING_OPTIONS": "training_trace", "FP_POINT": "bert/embeddings/
GatherV2", "BP_POINT": "gradients/bert/embeddings/IdentityN_1_grad/UnsortedSegmentSum"}

::ABK 1.0.0 bert 2020-09-18 16:43:26.839171 (run_pretraining.py:775) base_lr: 0.01

::ABK 1.0.0 bert 2020-09-18 16:43:26.839409 (run_pretraining.py:776) dataset: "cn-clue/en-wiki"

::ABK 1.0.0 bert 2020-09-18 16:43:26.839633 (run_pretraining.py:777) opt_name: "Adam"

::ABK 1.0.0 bert 2020-09-18 16:43:26.839862 (run_pretraining.py:778) loss_scale: 512

::ABK 1.0.0 bert 2020-09-18 16:45:09.928856 (run_pretraining.py:237) current_step: " 79"

::ABK 1.0.0 bert 2020-09-18 16:45:09.930988 (run_pretraining.py:238) throwout: "  2589.4"

::ABK 1.0.0 bert 2020-09-18 16:45:20.475623 (run_pretraining.py:237) current_step: " 179"

::ABK 1.0.0 bert 2020-09-18 16:45:20.477533 (run_pretraining.py:238) throwout: " 12146.9"

::ABK 1.0.0 bert 2020-09-18 16:45:31.015402 (run_pretraining.py:237) current_step: " 279"

::ABK 1.0.0 bert 2020-09-18 16:45:31.016302 (run_pretraining.py:238) throwout: " 12151.5"

::ABK 1.0.0 bert 2020-09-18 16:45:41.583725 (run_pretraining.py:237) current_step: " 379"

::ABK 1.0.0 bert 2020-09-18 16:45:41.585642 (run_pretraining.py:238) throwout: " 12118.8"

::ABK 1.0.0 bert 2020-09-18 16:45:52.133378 (run_pretraining.py:237) current_step: " 479"

::ABK 1.0.0 bert 2020-09-18 16:45:52.134726 (run_pretraining.py:238) throwout: " 12140.9"

::ABK 1.0.0 bert 2020-09-18 16:46:02.689664 (run_pretraining.py:237) current_step: " 579"

::ABK 1.0.0 bert 2020-09-18 16:46:02.690570 (run_pretraining.py:238) throwout: " 12131.7"

::ABK 1.0.0 bert 2020-09-18 16:46:13.252272 (run_pretraining.py:237) current_step: " 679"

::ABK 1.0.0 bert 2020-09-18 16:46:13.254195 (run_pretraining.py:238) throwout: " 12125.2"

::ABK 1.0.0 bert 2020-09-18 16:46:23.798265 (run_pretraining.py:237) current_step: " 779"

::ABK 1.0.0 bert 2020-09-18 16:46:23.800281 (run_pretraining.py:238) throwout: " 12146.1"

::ABK 1.0.0 bert 2020-09-18 16:46:34.356962 (run_pretraining.py:237) current_step: " 879"
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::ABK 1.0.0 bert 2020-09-18 16:46:34.358889 (run_pretraining.py:238) throwout: " 12132.1"
::ABK 1.0.0 bert 2020-09-18 16:46:44.910931 (run_pretraining.py:237) current_step: " 979"

::ABK 1.0.0 bert 2020-09-18 16:46:44.912744 (run_pretraining.py:238) throwout: " 12136.0"
::ABK 1.0.0 bert 2020-09-18 16:46:55.463024 (run_pretraining.py:237) current_step: " 1077"

::ABK 1.0.0 bert 2020-09-18 16:46:55.464920 (run_pretraining.py:238) throwout: " 12138.5"
::ABK 1.0.0 bert 2020-09-18 16:47:33.190724 (run_pretraining.py:748) global_step: "1076"

::ABK 1.0.0 bert 2020-09-18 16:47:33.191398 (run_pretraining.py:750) loss: "7.067054"

::ABK 1.0.0 bert 2020-09-18 16:47:33.191961 (run_pretraining.py:744) masked_lm_accuracy: "0.11443632"
::ABK 1.0.0 bert 2020-09-18 16:47:33.192522 (run_pretraining.py:752) masked_lm_loss: "6.4371023"
::ABK 1.0.0 bert train success

::ABK 1.0.0 bert train total time 0:4:12

R

3.4.3 Host &241)I|Zr1%5= ( TensorFlow )

3.4.3.1 EPERIES
#BE HostSERE 14N BB E I T T1E:

o BilZRBRSS 28 Device{FE AT HRNIIESRS .

. B1llErIRSS28AYDevice R IPHEIEE R —MIEZ A o

o (RIFZHRIIGRS[BINEEREER (HIINRIERSE . CPUZMIFICANNEEEMRA
%) , Hbenchmarkiz{TBF4£ITE824EE .

. g%’aﬁlléﬁ\ﬂﬁ%%%tﬁ%ﬂ%ﬁ%s BT TESEDMIZTIEFNESTE. 8
- TREBTHE, BARERZESN ( CANN BRELEER ) P ‘LRz

TR (IR ) > PIBNEZE &1,

- 2BBbenchmark TEHEZEEIFIREADMES AT |1 Gai RS TIE
- IREUUERBINS R RV EEEEF EERIBRSSEE .
- %HﬂbenchmarkIE-@,#J:{%UHE%%%, f[Ebenchmark TEE&, FHENX

- BERNREESMREPREAICANNIEFRIEE—E,

3.4.3.2 &% OpenMPI FHEREE

ZNBEIME T OB SBEREB T OpenMPIFFERE, S51EEN)|GNEEIRS
#HEBELLEEOpenMPIFFHERE . HEIOpenMPIFREERINRANE K /94.0.1. 4.0.28%
4.0.3,

H{Tmpirun --versionfp SHEBER B EZREOpenMPl, IRIREINITEE, HASE
i MRERE, BRANA0.1. 4.0.284.03EF—, WEEHFRE,

root@ubuntu:~# mpirun --version
mpirun (Open MPI) 4.0.2

=]
A

i

Report bugs to http://www.open-mpi.org/community/help/
BUEERI TR L3 OpenMPI:

£ BTN T EHE THO0penMPIEEEL . Flilopenmpi-4.0.2.tar.bz2,
https://www.open-mpi.org/software/ompi/v4.0/

£E2 LArootHRERZENE.
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I3 ETEAIOpenMPIHE HHERILZRIMENE—BRT
TR BEANRHERERR, HITUTHRSRERGE.
tar -jxvf openmpi-4.0.2.tar.bz2
LS HEANBERERNER, PUTINTHhSEE. RmIFNRE.
.Jconfigure --prefix=/usr/local/mpirun4.0
make
make install
Hrh “--prefix” SHATIEEOpenMPIRIRIER, AFRIELIMEREITIEN .
6 H1Tvi ~/.bashrcin$, FTF.bashrcxitd, EXHIRERINNTIMEEE,

export OPENMPI=/usr/local/mpirun4.0
export LD_LIBRARY_PATH=$OPENMPI/lib
export PATH=$OPENMPI/bin:$PATH
Heh “/usr/local/mpirund.0” J90penMPIZ4EER, AP EERBLIMHITIES
AT wqlan SRFXHFIRE
L7 PTUTHSERETEEN.
source ~/.bashrc

SR8 g%}??&ﬁk‘ZE, HITUI TR SEBRLRRA, MNREREIERNRAER, MikBRE
T

mpirun --version

R

3.4.3.3 EcEiR35EE SSH RS F

YNREAOpenMPITEZHZRIMBE T HINIGHE, FEEBRARSZRZERE
SSHREZESR, MRIkSSHRZEUUER. BMEELRNT:

1 LlrootARPE R8RS

$E2 AEARSHE LD AMITIN Fan<SFTH /etc/hostsX 4, HAEZHHIRINAIRS 2
SIMAYIPHBAEFIENE o WMNREFERI, MPLILEEER .

vi /etc/hosts

IS REIENT:
10.90.140.199 ubuntu

Hr110.90.140.199 7912 ARS523ATIPHEIE, ubuntuAEE .

T3 EE—ERSBNITUTHSERLA (FlINE—EIRS:E1P/910.90.140.199) .

cd ~/.ssh/ # ESBIZER, BT —IXssh localhost
ssh-keygen -t rsa # ERFE, SEIRER, EEREHE3IX EnterBIA]
mv id_rsa.pub authorized_keys # I§4pEA9FAERId_rsa.pubEasZ 2 $Bauthorized_keys

$R4 EHMEOIRSHE LHEMRWA, HEHRIE—aikSr%authorized_keys3 4,
1. AEHEMEERSSE CRTU TS EmMA,

cd ~/.ssh/
ssh-keygen -t rsa
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2. 2%H1&’§‘£HE%%§J:_¢._ESEH’\JW$HSZ1¢id_rsa.pub"F%!ZEUKiﬂ%, HEHNZIEFRIFY
H o

3. EFE—BRSB|ARITUN TSI AENHauthorized_keys, 158 4.285 09
HitB 8RS =M MEIE—E RSB NBEE.

vi ~/.ssh/authorized_keys

BATwWwqURFZ
IS HHMEBERSR TN TS8R —aRSSEHEFNAAEFZIEHME SRS
28M.
cd ~/.ssh/

scp root@10.90.140.199:~/.ssh/authorized_keys ./
TI6 ABRRSSEMTUTHIMIREER.
ssh 5@ IPitf

fFlan: EE—EMR333810.90.140.1998 & FMR558810.90.140.231, #1Tssh
root@10.90.140.2315% .

ERTELUTER, HIAEEEERIRSS2210.90.140.231,

root@ubuntu:~/.ssh# ssh root@10.90.140.231
Linux ubuntu 4.19.28 #1 SMP Tue Jun 23 19:05:23 EDT 2020 x86_64

The programs included with the ubuntu GNU/Linux system are free software;
the exact distribution terms for each program are described in the

individual files in /usr/share/doc/*/copyright.

ubuntu GNU/Linux comes with ABSOLUTELY NO WARRANTY, to the extent
permitted by applicable law.

Last login: Tue Sep 15 14:37:21 2020 from 10.254.88.75
root@ubuntu:~#

HiTexitip SRILUREER, EETRELUTER, HPSREER.

root@ubuntu:~# exit
logout
Connection to 10.90.140.231 closed.

.

3.4.3.4 WHiETIAER

MK —ERSEANISITINERD R, BRELRINT:

LB HENN TR TEIRER, fllAtlasBoost-master.tar.gz.
https://gitee.com/ascend/atlasboost

£E;2 LlrootlBRERIRSEE .

FIR3 EIRENYIRRS LERIRSH[AVE—BR T,

FA HENFRBFAEER, YT T apSRERD.
tar -zxvf AtlasBoost-master.tar.gz

5 T T SEMRIESRIAtlasBoost-master X4 FHIFRTE SUEHENE “ benchmark
T ErERE{S/train/atlas_benchmark-master/utils/atlasboost/” BR T,

cp -r AtlasBoost-master/* benchmark T B {E/train/atlas_benchmark-
master/utils/atlasboost/
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£186 HAbUIldER, BT TS EHRiFAtlasBoost,

A

o “miFAtlasBoostEkcmakehk A~ 3.13% AL,
o THEARSEE LEHFEEFHTmiFAtlasBoost,

cd benchmark TEBr7E4{F/train/atlas_benchmark-master/utils/atlasboost/
build

.Jcompile.sh

FHINTERER, WIARERD.

-- The C compiler identification is GNU 8.3.0

-- The CXX compiler identification is GNU 8.3.0

-- Check for working C compiler: /usr/bin/cc

-- Check for working C compiler: /usr/bin/cc -- works

-- Detecting C compiler ABI info

-- Detecting C compiler ABI info - done

-- Detecting C compile features

-- Detecting C compile features - done

-- Check for working CXX compiler: /usr/bin/c++

-- Check for working CXX compiler: /usr/bin/c++ -- works

-- Detecting CXX compiler ABI info

-- Detecting CXX compiler ABI info - done

-- Detecting CXX compile features

-- Detecting CXX compile features - done

-- Configuring done

-- Generating done

-- Build files have been written to: /home/zhangmei/AtlasBoost-master/build
Scanning dependencies of target atlasboost

[ 20%] Building CXX object CMakeFiles/atlasboost.dir/Json.cpp.o

[ 40%] Building CXX object CMakeFiles/atlasboost.dir/MpiControl.cpp.o
[ 60%] Building CXX object CMakeFiles/atlasboost.dir/MpiEnv.cpp.o

[ 80%] Building CXX object CMakeFiles/atlasboost.dir/Operations.cpp.o
[100%] Linking CXX shared library bin/libatlasboost.so

[100%] Built target atlasboost

WIFRING, & “ benchmark T RS train/atlas_benchmark-master/utils/
atlasboost/lib” BR TERERIlibatlasboost.so3Z {4 .

BT BN “ benchmark TEBEEL{Z/train/atlas_benchmark-master/utils/atlasboost/

test” BHR,
$E8 HATII T as ST HmpishfilaAs, FHEEFRI-HSE,
vi mpi.sh

-HE2EISE 7 BahlfLiRS388 _ERYtest_tensorflow.pyBI AR B & IRS S EBRoI15E
J}_&E ( ESERHERNATIZIRSE LEIHTESR ) , BRAPRIBESSIRIMEH T
Ho
BlaEss :
mpirun -H 10.90.140.199:2,10.90.140.231:4

$B9 HITU T <iaiTtestBFE FHImMpishiAs
./mpi.sh

EHIERLAITHITER, HIBIETINRIER
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deviceid = 1 phyid= 1
deviceid = 0 phyid= 0

{
"server_count" : "2",
"server_list" : [
{
"device" : [
{
"device_id" : "0",
"device_ip" : "192.168.100.101",
"rank_id" : "0"
L
{
"device_id" : "1",
"device_ip" : "192.168.101.101",
"rank_id" : "1"
}
1,
"server_id" : "10.90.140.199"
h
{
"device" : [
{
"device_id" : "0",
"device_ip" : "192.168.190.100",
"rank_id" : "2"
L
{
"device_id" : "1",
"device_ip" : "192.168.191.100",
"rank_id" : "3"
L
{
"device_id" : "2",
"device_ip" : "192.168.192.100",
"rank_id" : "4"
L
{
"device_id" : "3",
"device_ip" : "192.168.193.100",
"rank_id" : "5"
}
1,
"server_id" : "10.90.140.231"
}
1,
"status" : "completed",
"version" : "1.0"
}

[EAT7E10.90.140.1997010.90.140.231fR5Z 2809 "benchmark TEFf £ train/
atlas_benchmark-master/utils/atlasboost/test"BR T, PRIERKRT —HDEH
*_atlasboost_hccl.jsonfJRANK_TABLE_FILESZ {4, WO XIHERET—H, #IicRTER
HIZRYER..

-

3.4.3.5 1=17 benchmark TH&
P AHostEERHZ = T IR EiiELR S TensorFlow. 1EEYSgResNet503)I|2 951 :

1 (B “/home/train/yaml/” BF FResNet50.yam3 {4+ aJtensorflow_configZ
o

tensorflow_config:
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e data_url: /home/dataset/imagenet_TF/
e mpirun_ip: 10.90.140.199:8,10.90.140.231:8

B2 FEtrainBRTHITU TS iaiTbenchmark TR, Bahill4.
bash benckmark.sh -e ResNet50 -hw ct
TR

3.4.4 Docker &E£¥))||Z3%= ( TensorFlow )

3.4.4.1 EERIER
ZRE DockerEER )| A IMEEE AR T ITIE:

. allgiRS5 28 DeviceSE FIRIRNIERS o
J BillZxARS523AYDevice M -RIPHEEFER—MIER A

o RIEBEVIGIRS[INEECEER (GIMHRERS . CPUZRKIFICANNIRHA-EIIRZA

% ) , BbenchmarkiziTBFHITE8ZEE .

o AZHIIGRSEHELDFISIR3.3 BT TEEDTMIETT

1E:

BHRRESTE. 8

- 2Bbenchmark TEHEERIFIREADMESHMEF) I ZREnES TIE.

- RENSEARESRS AR S H LIERIIRSS =R .

- ¥REXbenchmark TE®FH HERIIRSSE, EEbenchmark TES, FHIEHNR

{38

- BERNREESMREPRRAICANNIREFRIEE—E,

o HAZORSBT|AIBEEN LW, BEHMEATERS . BMESNR ( CANN &
Zeictar ) PRI “REETIE (%) > BREE BN,

3.4.4.2 tHERBZRR
HURRSR

ISIRARER3-AFT7R, SRECINIRFRANG R SFTRIRGFFEDockerfile X4 SHIA

X5
Heh{versionBRRAS, {archERRIBIERS.

x 3-4 FRrERH
LIYLS ) 15488 RIS &
Ascend-cann-nnae_{version} linux- EREZIM | RENREE
{arch}run R5|Z8
Ascend-fwk-tfplugin_{version} linux- ESREEE
{arch}run
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benchmark TEFFgrE 3 3)ll% benchmark TE
LS 2) 15i8H RENTSiE
tensorflow-1.15.0-cp37-cp37m- tensorflowtE | aarch64Z2faiE& W
{version}whl Z8whlEg 3.7.2 ZZ&TensorFlow
B1T¥miFtensorflowZ
&8, x86ZRHIER
B o
ascend_install.info HiEEZ%E | MhostiEIN “/etc/
HE 4 ascend_install.info” 3
.
version.info driver8hrA | MhostdEIM “/usr/
SENH local/Ascend/driver/
version.info” {4,
libstdc++.50.6.0.24 SENS | (XEBEERIROSH
CentOSRIEEHE
libstdc++.50.6.0.243Z
%,
LB findap$&Eif
libstdc++.50.6.0.24 3214
FRr1ER&=E, AEMMhost
BN,
Dockerfile HERGE | BFREWLSBTE
2 F|o
prebuild.sh HiT)llgrz
TINERE
ESTE,
FIaNECEL
BE,
install_ascend_pkgs.sh B
TR
postbuild.sh BRAARE
REBEDHE
PEY=EE
8. BHE.
RIBELESE
openmpi-{version}tar.bz2 OpenMPIFF | MhostiZ M openmpi-
B, kRS {version}tar.bz2&x {4
ZkAh B, MNRhost Hi&HIZ
40.1. 402 | 48, ENIRENGERE
84.0.3, SREX
cmake-{version}tar.gz cmakefRAZE | MhostiZ N cmake-
k93.138% LA | {version}targziXi4
J:O @IO
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BIFSR

Z£B1 LlrootHFRERIRSEE
B2 SIEYEE HERER (LL “/home/test” Al ) .

g

%3

LIRS

mkdir -p /home/test

BESEE . FEFINEL (x8652Mi52H ) . OpenMPIFREEE. cmake. host
SBRHELRRERUY. driverBIRAEEM. pipilEs4Fsourcelf 34 LEE
AR5328 “/home/test” BR T,

e Ascend-cann-nnae_{version} linux-{arch}irun

e Ascend-fwk-tfplugin_{version} linux-{arch}run

e tensorflow-1.15.0-cp37-cp37m-linux_aarch64.whl ( x86Z2+3i5 218 )
e openmpi-{version}tar.bz2

e cmake-{version}tar.gz

e ascend_install.info

e version.info

e libstdc++.50.6.0.24 ({NHBEEEHRROSHCentOSIHEE )

e pip.conf

e sources.list
& Dockerfile. prebuild.sh. install_ascend_pkgs.sh¥lpostbuild.sh3{4

WETbenchmark TE{U2 T Ubuntu Arm64RIERFRIDockerfileS {4, EftiR{EER
Z9Dockerfile X {iBE A2 8BUbuntu Arm6MHEER FaYDockerfile ST ITIEA o

a¥&DockerfileXXHEHENE] “/home/test” BRT . S RAIINT:

cp benchmark TEBrE#4{Z/train/atlas_benchmark-master/utils/Dockerfile/
tf_ubuntu_arm64/ X7/ /home/test

Hepxr{&Dockerfile. prebuild.sh. install_ascend_pkgs.shapostbuild.sh, jF&
BXHURHELRASRT, FRFBETENRS.

AR
o 7TEBlIEDockerfileFEX 5, AJEITIESDockerfileF AR

o JIREVRIR “ubuntu:18.04” , AFPEALLEGMITdocker pull ubuntu:18.0455% M
Docker Hub#i7EY .

o MTFDockerfileXHBEELRF=FURMHE, WRFE=7REGLINFHRE, ERFRETIEE.
HENRGERERR, UTUTHOUEETREBR.

docker build -t /mage-name --build-arg http_proxy=Shttp_proxy --build-arg
https_proxy=Shttps_proxy .

SRR 3-5F R,

SZH%RRA 01 (2020-10-13) WRIERE © HERRARBIRAT 47



CANN

benchmark TERF5fE 3 3l benchmark TR

F£IR6

ST

£ 3-5 SRR

S¥ 588

image-name IBERGBRERE, BRAPRIEXLR
EREE

--build-arg 18R DockerfileSXFRRIS o

http_proxy. https_proxy IBEMSBRIE, BRBETHE. MR
PIRSS s ReE IR INEBEE , TR
BeE LthikIN

HHEI “Successfully built xxx” RBFEERY), FEAEBERGSEEDN “.7
1oETRE, MITUTHSEEERER.

docker images

Tl
REPOSITORY TAG IMAGE ID CREATED SIZE
mpirun latest 1e9dff52caa9 2 days ago 5.09GB

HATLA T ap S E ARG IRIF I o

docker save -o mpirun.tar mpirun:latest

mpirun.tarBI A4 RRVRGSUE, HRBEFATBEITEN

HUTLA T an L BT ERRIRIESHE S A FIEBZ Docker R BFRIE tEARSS B8 £ o
docker load -i mpirun.tar

EtEFE Docker B NIZ A IRS# LRI R IRIGIIE T -

.

3.4.4.3 [3Eh)ll&4 B s

g

®1

IEEEaRSRAEEN LD BIHTIN TERE:

W “ benchmark TEP#EEEE trainfyaml” B, &% cluster_info.yam|3Z{4FHY
S,

AR
BB LTRSS EMRETEIRRERN

tensorflow_config:

imagenet_data: /home/imagenet_TF/ # ImageNetEIEERRR, BRAPIRIEELIRERERE R
yolo_data: /opt/npu/dataset/ # YoloV3¥IREIRZ, 1EAPIRIELIRIREENR

bert_data: /home/BertData/ # Bert3UEEE KR, 15 RIELIRIRIZ SR

ssd_data: /home/data/raw_data # SSDEIREEIRZ, 1B IRIEIRIRZ SR
docker_images: mpirun:latest # MRRIFHIREE SR, Flimpirun:latest

ip: 10.90.176.110 # BESRUIPHEE, FHXIESIRSEENEBIREEHNESTIPilE
epcount: 24 # ¥815

B2 HAN “benchmark TEMrERE train” BF, BUTLATGSBENIIEEEE.

.Jdocker _ct_build.sh
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WNEERASEID (0 “cad792c6f5bb” ) , MIFEREHNZESE,
PATIA T ap TR eSEISSHIZIZEIR

ssh root@ &ZE/P

Bl ERes, EHEETSSHER:

7£10.90.176.158_, ##47ssh root@10.90.176.157

1£10.90.176.157 E, #47ssh root@10.90.176.158,

R

3.4.4.4 =17 benchmark TE

ARG

BFLR

g ¥

iz{Tbenchmark TEgi, EE5H 1Tservice docker restartipSEEDocker,

PLDockerEEH7 S FIBIIELE ATensorFlow. 1EEYSgResNet503)l|&: a1 :

&2 “/home/train/yaml/” B & FResNet50.yamI3Z{4fadtensorflow_configZ
.,

tensorflow_config:

e data_url: /home/dataset/imagenet_TF/
e mpirun_ip: 10.90.176.152:8,10.90.176.154:8
e docker_image: mpirun:latest

AT as$iz{Tbenchmark TR, Bhill%.
./benckmark.sh -e ResNet50 -hw ct -docker

-

3.5 HiERYIERE benchmark TEAX

3.5.1 BMERIE

R ERCbenchmark TERSARIZUNE3-2F7R:
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B 3-2 Bk
( T )
'
BliemE R

v
SRRV N\ OB AR ESE) 167550

v
{EeafaER &
!

EEciT =A%

3.5.2 SEEEIER

B MN3.2 KENT B8 EBIREbenchmark TES,,
T2 ETESMEERTTHTU THSEEIES,
tar -zxvf train_benchmark.tar.gz

$I¥3 ERBERENNAIEF TN EIELMERZIRGZMBR (40 “\train\atlas_benchmark-

master\image_classification” ) .
T4 EOEAREER TRIBIERTE, CIZIERBR.
BEISZiFA9EZEBtensorflow. pytorch#Imindspore,
5 BMEZRBEFE Tl code. config. resultFscriptsBH .
$I6 TrconfigBR T EIEnpu_set_env.sh3i4, BIEERERTIUSEEHMIEE,
$£7 fEscriptsBR T EIZErun.shtrainshm N, CIESEATSEZEMIER,
$E8 £ “\train\yaml” BR FEIBLMERZFRapE0yam3 i, SIELETIUSEH R

B,
R

3.5.3 SRENIIZR N OB A R [R50 18- 5 20

TE1 BRPBFIIGAORA (flatrain.py ) FREXGRIEZRRBEFREcodeBFR T
£B;2 wERDIEGSE.
BRI AR LA PR

o mYITESHNBoN: BB ERLIS%E “Bert-Large/tensorflow/scripts/
trainsh” .

o MENHESHREN: BB ERIISE “ResNet50/tensorflow/scripts/

trainsh” .

-
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3.5.4 {EXE AR
EXETEiEHA

BJLA&%E “ResNet50/tensorflow/config/npu_set_env.sh” {EXIMETEREMIA .

{E2 run.sh BEIZ

o MNRIEEY) GBI A X AERENHESH B, ErunshifiAiEBtrainshz
81, FEEErunshiiRBEREENXE, ZEEXH—MkEconfigER T . BIME
KARALISE “ResNet50/tensorflow/scripts/runsh”

o WNFREEN GBI HXNGSITESHERNBD, runshiiZARRE=EAtrain.shif
AEE], FEEEXNEEN .

(X train.sh B)&
trainshiI AFEENAIRNBTUT:

o fEtrainshABIMERN)IZRATEXIINETE, BARTLISE “ResNet50/
tensorflow/scripts/train.sh”

o (BURENIGNORANGNGS, ZisSEEpython3 7447, BEYIZGAO
HARREREEBIIER . BaSHSHRESIRBEIER. BB,
ZNZRHITIEKL

o fEtrainshARIENNHEIER, Blalhw_resnet50.loglIi&1E, BARILISE
“ResNet50/tensorflow/scripts/train.sh”

o UWREFHITEEHZG, FEEtrainshhiBINMNIT™LIBEAAAtlasBoost, FRENIIZ
ATFrERIDevice(S 8., BATILIZE “ResNet50/tensorflow/scripts/train.sh” o
device_id_mo=$(python3.7 -c "import src.tensorflow.mpi_ops as
atlasboost;atlasboost.init(); \ device_id = atlasboost.local_rank();cluster_device_id =
str(device_id); \ atlasboost.set_device_id(device_id);print(atlasboost.rank())")

3.5.5 & TR BE

3.5.5.1 FIFT=HEZE
1. fEtrainshfiiAhw_benchmarkigEtriftEE 5EEAEIEZFR.

benchmark_log_path=${currentDir%atlas_benchmark-master*}/atlas_benchmark-master/
utils

export PYTHONPATH=$PYTHONPATH:${benchmark_log_path}

export REMARK_LOG_FILE=hw_resnet50.log #F MERAEZHRA—, BRIELIFMERIE
FREE

BIRELZTRIEIRINEIFT = BEE, BIELIZRTEmAZITAEXE, B
{Aa]&EResNet5085train.shilz

2. (EUREGIGANORA, @FHtrain.py.
a. SAT=BEEER,

from benchmark_log import hwlog

b. FEITENEHSIZSH. IENnRASH. RERESHEFER, BNE
EEG)IGNCORIALTED, BARSEResNet1 0 MEELATIZNOHIA .
AN

from benchmark_log import hwlog
from benchmark_log.basic_utils import get_environment_info
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from benchmark_log.basic_utils import get_model_parameter

cpu_info, npu_info, framework_info, os_info, benchmark_version =
get_environment_info("tensorflow") #3xEVE {4+ SIFIESH

config_info = get_model_parameter("ResNet101") #3xBEEECE S

initinal_data = {"base_lr": 0.128, "dataset": "imagenet1024", "optimizer": "SGD",
"loss_scale": 512, "batchsize": 32}#i)||ZANMaL S50
hwlog.remark_print(key=hwlog.CPU_INFO, value=cpu_info)
hwlog.remark_print(key=hwlog.NPU_INFO, value=npu_info)
hwlog.remark_print(key=hwlog.OS_INFO, value=0s_info)
hwlog.remark_print(key=hwlog.FRAMEWORK_INFO, value=framework_info)
hwlog.remark_print(key=hwlog.BENCHMARK_VERSION, value=benchmark_version)
hwlog.remark_print(key=hwlog.CONFIG_INFO, value=config_info)
hwlog.remark_print(key=hwlog.BASE_LR, value=initinal_data.get("base_lr"))
hwlog.remark_print(key=hwlog.DATASET, value=initinal_data.get("dataset"))
hwlog.remark_print(key=hwlog.OPT_NAME, value=initinal_data.get("optimizer"))
hwlog.remark_print(key=hwlog.LOSS_SCALE, value=initinal_data.get("loss_scale"))

3 5 5 2 1'8&1}”2§L*£*]-,“\ ’Ll\
EONGFHAR (FRERZA) , TEXLHIAPBINLATCRS:

3.6 ERia

FERARPIXRISE pstlsteps, FEETARIILATR:

hwlog.remark_print(key=hwlog.FPS, value=float(current_examples_per_sec))

FERIARAFIEISE accuracyFlaccuracy_top_ 5, FEE A RIMLATLE:
hwlog.remark_print(key=hwlog.EVAL_ACCURACY_TOPT,
value=float(eval_results.get("accuracy")))
hwlog.remark_print(key=hwlog.EVAL_ACCURACY_TOP5,
value=float(eval_results.get("accuracy_top_5")))

I AEBEEME “/train/result/” BRT. 3R BHEANEN IS E ResNet501EE,
AR AT = HEhw_resnet50.log .

3.6.1 1&8Y)||I&AFIREE “Open TsdClient failed, tdt error code:
#xkkkkk arror message: tdt client open failed”

)RR

CIECELS)

BRTTE

BEY)|GKW, BEEEREIRE: “Open TsdClient failed, tdt error code: **** %
error message: tdt client open failed”

DevicefllfF{EaicpuflhccpieRiHiz .

BiE—:

ZEFRDevicelll, HATU TS NFaicpuFlhccpikFistizkili=,
ifconfig endvnic ip

ssh HwWHiAiUser@192.168.1.199

N5k 01 (2020-10-13)
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ps -ef|grep aicpu
Kill -9 pid

ps -ef|grep hccp
Kill -9 pid
BiE—:

HiTrebootf S EFIRE -

3.6.2 YoloV3 &8I & AT ER/ DTl | R EUEE

[EIRREIR

YoloV3iEBSATIISRTEN, BSEERS, RATHER:
AJRERE

BRI HIRE
BRI IE

£ “ benchmark T BfrfFEE{&/train/atlas_benchmark-master/object_detection/
yolov3/tensorflow/code/data/” R THEGTIGIFIEIEE . BEfESE
YoLoV3tEEIFYREADMESZ Y ( 312 F “ benchmark TEFZEEL{S/train/
atlas_benchmark-master/object_detection/yolov3/tensorflow/README.md” ) .

3.6.3 15381 IR ERHKER numpy iR

Bl HEA

) IEMEIRER, KBnumpyREIRE .
EIE RS

numpyhRAIZ S .
RIRTTE

BENUMPYRRA, RnumpyhRARSF1.16.1, PREMRAZI1.16.1807],

3.6.4 ResNet50 =8 ||14kATHRES “ValueError: Data formats
other than 'NHWC' are not yet supported”

e R

ResNet50tE BT ZRATHREE . “ValueError: Data formats other than 'NHWC' are
not yet supported” .
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8

ABe/RE
HfTuname -aip$EE YBIIEHCenOS x86, TensorFlowZEEAIEGPURRZA .
BRRT5E

FB1 BT TS EIEGPURRARITensorFlow,

pip3 uninstall tensorflow
2 HITIN TS LI CPURRARTTensorFlow

pip3 install tensorflow-cpu==1.15.0

et

3.7 B

3.7.1 EEAREERE
REIHERA RS B LA PSRRI, SR TSRIEN

benchmark TEfEXEE :
B (B “ benchmark TEBrEESE train/yaml/” B R TEEIIRAYyamISZEFaISE
mpirun_ip,

mpirun_ipfE B SERRIZRAIZ & IRSS 2EHIIPHELLE .

£ AEARSHE LOMITIN Fan<SFT /etc/hostsX 4, HAEZHHIRINAIRS 2
XINAYIPHEUEFIEN R o SAREFERIN, WHETILEZEER

vi /etc/hosts
IIRBERBIR0T:
10.90.140.199 ubuntu
HF110.90.140.199791% AR S35 28AYIPHELE, ubuntuEMNZ .
HUB3 15" benchmark TEBFAER S train/"BR T e Baiilhid .
LAResNet 10142251l 94 :
./benchmark.sh -e ResNet101 -hw ct
;4 EENHER
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T2 EMRSeE LiA{Tps -ef |grep pythonis SEEIHIE, EEAIRSEE LAIHEETH
FHEBIERREAE, RIAEEMEAER.

et

3.7.2 &2 TensorFlow
LIRS

o XITx86LRM, BT RIERIESR.

o YJFaarch64Z2ty, HFtensorflowfkiEfihspy, MhSpyfkiEfiHDF5, BELRZELR
HDF5, BNEMpipZI=hSpy=ikis, AT ELArootFIFIRIE.

T RFZEHDF5,

1. (FRAwget FEHDFSEIBE, AJLATHEIZENMBRIESER, mek
waget https://support.hdfgroup.org/ftp/HDF5/releases/hdf5-1.10/hdf5-1.10.5/src/hdf5-1.10.5.tar.gz --no-
check-certificate

2. HEANTHERIBR, BERBE, a<h:

tar -zxvf hdf5-1.10.5.tar.gz

HANBEFRINMEE, BITEE . RENLEBS:
cd hdf5-1.10.5/

.[configure --prefix=/usr/include/hdf5

make

make install

$E2 BENETEFEHNSIHEERERE

1. BENET=E.
export CPATH="/usr/include/hdf5/include/:/usr/include/hdf5/lib/"

2. rootFIF B ASIHEFEINEREGSUT, JErootBRFEEELITmSRENNM
sudo,

n -s /usr/include/hdf5/lib/libhdf5.s0 /usr/lib/libhdf5.s0
n -s /usr/include/hdf5/lib/libhdf5_hl.so /usr/lib/libhdf5_hl.so

I3 ZEEh5py,

rootFiF T &Eh5pyikiiE i< T o
pip3.7 install Cython

ZEEhSpym ST :
pip3.7 install h5py==2.8.0

-

Z4E Tensorflow 1.15.0
EEz s Tensorflow 1154 AILHTEFHEIIE. IILLEFE .
o Y Fx86Z%44: BHIEMpipERFEEIRT, BAREEIESZEhttps://

www.tensorflow.org/install/pip?lang=python3., EZE;FZtensorflowE Mg
HEYIESEIATEIR, MpiplR FHicpulkAEEE K f5Etensorflow-cpu, R
TEECpu, EATEHIIZgpulA. BIEMAY “Tensorflow==1.15: {X3z#F CPU
HIMRA" FBE(EMRL “Tensorflow-cpu==1.15: {¥32#F CPU BRA" . B, B
IR ZEEaRS “ pip3 install --user --upgrade tensorflow” FEEErootFE X
73 “pip3.7 install Tensorflow-cpu==1.15" , JErootFHP TFEXA “pip3.7
install Tensorflow-cpu==1.15 --user” ,
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o YJFaarch64Z2t3: HTFpiplERIZMXINAIRA, FRLABERFFEREMNERE
gcc7.3.04miFE2E R 1FEtensorflow1.15.0, fmiFLESEEMhttps://
www.tensorflow.org/install/source , 453iEE ST

£ T~ #5ctensorflow tag v1.15.0RIBEHITHEAN TR,

£ T& “nsync-1.22.0.targz” JEEE,

1. #Atensorflow tag v1.15.0{8R8 B %, FJF “tensorflow/workspace.bzl” 324,
¥EErdnamegnsyncy “tf_http_archive” X .
tf_http_archive(
name = "nsync",
sha256 = "caf32e6b3d478b78cff6c2ba009c3400f8251f646804bcb65465666a9cead3c4",
strip_prefix = "nsync-1.22.0",
system_build_file = clean_dep("//third_party/systemlibs:nsync.BUILD"),
urls = [ "https://storage.googleapis.com/mirror.tensorflow.org/github.com/google/nsync/
archive/1.22.0.tar.gz",
"https://github.com/google/nsync/archive/1.22.0.tar.gz",

’

)
2. MurlsARYE—ERIZ FEinsync-1.22.0.tar.gzBVEBE, REFINUERIREZ.

F£2 {EH “nsync-1.22.0.tar.gz” JEMEE,

1. #0#aZInsync-1.22.0.tar.gzFREIKIR, MEBZFRE. BEREFE
“nsync-1.22.0”7 3Z432F0 “pax_global_header” 314,

2. #miE “nsync-1.22.0/platform/c++11/atomic.h” ,

TENSYNC_CPP_START_ABERININ FIIFEFEIARS -

#include "nsync_cpp.h"
#include "nsync_atomic.h"

NSYNC_CPP_START_
#define ATM_CB_() __sync_synchronize()

static INLINE int atm_cas_nomb_u32_ (nsync_atomic_uint32_ *p, uint32_t o, uint32_t n) {

int result = (std::atomic_compare_exchange_strong_explicit (NSYNC_ATOMIC_UINT32_PTR_ (p),
&0, n, std:memory_order_relaxed, std::memory_order_relaxed));

ATM_CB_();

return result;

static INLINE int atm_cas_acq_u32_ (nsync_atomic_uint32_ *p, uint32_t o, uint32_t n) {

int result = (std::atomic_compare_exchange_strong_explicit (NSYNC_ATOMIC_UINT32_PTR_ (p),
&0, n, std:memory_order_acquire, std::memory_order_relaxed));

ATM_CB_();

return result;

static INLINE int atm_cas_rel_u32_ (nsync_atomic_uint32_*p, uint32_t o, uint32_t n) {

int result = (std::atomic_compare_exchange_strong_explicit (NSYNC_ATOMIC_UINT32_PTR_ (p),
&0, n, std:memory_order_release, std::memory_order_relaxed));

ATM_CB_();

return result;

static INLINE int atm_cas_relacq_u32_ (nsync_atomic_uint32_ *p, uint32_t o, uint32_t n) {

int result = (std::atomic_compare_exchange_strong_explicit (NSYNC_ATOMIC_UINT32_PTR_ (p),
&0, n, std:memory_order_acq_rel, std::memory_order_relaxed));

ATM_CB_();

return result;

}
$I®3 FHESE “nsync-1.22.0.targz” BB,

BRRIELRY “nsync-1.22.0" SZ{43FN “pax_global_header” [E4&H—N#rHY
“nsync-1.22.0.tar.gz” BR3E, RF (BRIREFE “/tmp/nsync-1.22.0.targz” ) .
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B4 BJIERL “nsync-1.22.0.targz” EIBEAIsha256sumiRiSeg

+IR5

$IF6

sha256sum /tmp/nsync-1.22.0.tar.gz
T Ed$iE18%Isha256sumiRiG s ( —REFHFBHES )
&M sha256sum#z3&f2F0urls o

i A\tensorflow tag v1.15.0]EBBEF, FJFF “tensorflow/workspace.bzl” {4, #£ZE|
Hrnamefansyncld “tf_http_archive” X, HA “sha256=" FENHFESEE
ASEIRIREGES, “urls=” [FHEIRIFIRE—1T, BEEHFK “nsync-1.22.0.targz” B9
file://%5l.
tf_http_archive(
name = "nsync",
sha256 = "caf32e6b3d478b78cff6c2ba009c3400f8251f646804bcb65465666a9cead3c4",
strip_prefix = "nsync-1.22.0",
system_build_file = clean_dep("//third_party/systemlibs:nsync.BUILD"),
urls = [
"file:///tmp/nsync-1.22.0.tar.gz ", "https://storage.googleapis.com/mirror.tensorflow.org/
github.com/google/nsync/archive/1.22.0.tar.gz",
"https://github.com/google/nsync/archive/1.22.0.tar.gz",
1
)

YSENEFR “BcEbuild” ( https://www.tensorflow.org/install/source ) H1174R
=N

H1T75./configureZ f[5, EE(EEL tf_configure.bazelrc BLEIE, I T~—1T
build4RiFEIN :

build:opt --cxxopt=-D_GLIBCXX_USE_CXX11_ABI=0

HIBRLA 1T

build:opt --copt=-march=native
build:opt --host_copt=-march=native

BEHITEHRFIESEE ( https://www.tensorflow.org/install/source ) Bl
o,

LR EIEFAITensorflow,
LA EEBHITRESF I8 TensorflowZEiEEB R, HAISEBZRErootBFPHITIT

L EETensorflow1.15:

pip3.7 install tensorflow-1.15.0-cp37-cp37m-linux_aarch64.whl

JEroot FIFHATIN R ap<:

pip3.7 install tensorflow-1.15.0-cp37-cp37m-linux_aarch64.whl --user

.
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